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ACCURATE FLOATING-POINT MATRIX RESIDUALS

MARKO LANGE* AND SIEGFRIED M. RUMPT

Abstract. Accurate approximations to matrix residuals are ubiquitous in numerical computa-
tions, particularly to produce mathematically rigorous error bounds of high quality in verification
methods. This paper builds on the concept of error-free transformations and the so-called Ozaki
scheme for the accurate computation of matrix residuals. We extend Ozaki’s original approach by
generalizing the theory to arbitrary floating-point bases, identifying nearly optimal splitting points,
and introducing improved splitting techniques. Our modifications increase the precision while reduc-
ing computational complexity and memory usage. Key contributions include optimal and unbalanced
splitting strategies, the use of Euclidean rather than co-norm for parameter selection, and efficient
implementation techniques tailored to the use of level-3 BLAS routines. The latter is particularly
beneficial for interpretative environments such as Matlab. The performance of the proposed methods
is demonstrated through the Matlab algorithms prodK and spProdK, providing accurate approxima-
tions and/or inclusions for both full and sparse, real or complex matrix residuals.

Key words. Floating-point, accurate matrix multiplication, Ozaki scheme, matrix residuals,
multiple-precision, verified inclusions, Karatsuba, Toom-Cook, level-3 BLAS, INTLAB

AMS subject classifications. 15-04, 65-04

1. Introduction. The accurate computation of good approximations of matrix
residuals is ubiquitous in numerical computations. In addition, so-called verification
methods [36, 53, 38] require correct and narrow bounds, being true with mathematical
rigour.

There are many methods for the accurate computation of dot products. Some of
the early references are [62, 31, 29, 24]. Later so-called “error-free transformations”
[21, 11] were used! to transform a sum or product of two floating-point numbers f, g
into an alternative sum of floating-point numbers x,y, where x is the floating-point
sum or product of f and g, and y is the error in the sense that f + ¢ = x + y or
fg =z +y, respectively.?

That technique was used in [37] to introduce “error-free vector transformations”
where a vector v of n floating-point numbers is transformed into a vector w of the same
dimension without changing the sum, i.e., Y v; = > w;. The transformed vector w
satisfies in addition that w,, is the result of a floating-point evaluation of > v; and
that all other values of w have a magnitude no larger than their counterpart of v,
Le., |w;| < v for all i < n. In that paper the term “error-free transformations” was
coined, which was the start of a revival of such methods [8, 13, 14, 15, 54, 39].

Let vectors a,b be given. By using error-free transformations it is possible to
transform each individual product a;b; into a sum x;+y; of two floating-point numbers,
implying a’b = 3" 2; + ;. This way an accurate evaluation of a dot product can be
reduced to an accurate summation. The basis of this transformation is a relative
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2 MARKO LANGE AND SIEGFRIED M. RUMP

splitting of each individual product a;b;.
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Fi1G. 1. The Zielke/Drygalla scheme to extract high and low order parts

In [64] an absolute splitting of the whole vectors was introduced, following the
scheme in Figure 1. The vectors a, b are split into high and low order parts a = a’ +d’,
b = b’ + b such that the dot product a’7d’ is computed without error in floating-point.
The constant u determines the splitting and is chosen such that all products ab}
and their sum reside in the range of digits of one floating-point number in the given
format. That method was analysed in [55] and is also used to produce reproducible
results [2].

One specific advantage of absolute splittings is the applicability to matrix prod-
ucts. Applying the scheme recursively, first the matrix A is split into k& + 1 parts

k
(1) A=AW 4+ A® 4 4 AW 4 4B with AW =AD" A0,

=1

where each part A holds a limited range of mantissa digits and A®) s the least
significant part containing the remainder. A similar splitting is applied to B.

That well-known approach becomes the Ozaki scheme when the ranges for the
mantissa digits in A®) and BU) are chosen in such a way that all the individual matrix
products A®DBU) are computed error-free independent of the order of evaluation.?
Ozaki et al. [43, 45, 42] exploited this by computing AB as the unevaluated sum of

M;kﬁ) individual matrix products?

k
2) AB= 3 ADBW 13 4GBk 4 4B g,
i+j<k+1 i=1

remainder terms

where the sum of these is realized via an accurate summation algorithm, see for
instance [3, 35, 12, 37]. Then the overall error is determined by the rounding errors

3This is true for standard matrix multiplication but requires further modifications to work with
asymptotically faster approaches such as the Strassen or the Coppersmith-Winograd algorithm.

4 A similar evaluation scheme is used in multiple-precision floating-point arithmetic to save about
half of the multiplications.
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ACCURATE FLOATING-POINT MATRIX RESIDUALS 3

in the computation of the k£ + 1 remainder terms, i.e., the least significant terms. By
using the particular splitting approach proposed in [43], one can expect the error to be
roughly of magnitude (2nu)*/2*1|A||B|, where u denotes the relative rounding error
unit. Hence, with increasing k there is a significant increase in the precision.

A major advantage of Ozaki’s scheme over other approaches for computing ac-
curate matrix-matrix products is the efficient use of highly optimized level-3 BLAS
routines. For algorithms based on vector transformations, such as Dot2 [37], reaching
peak performance is much more difficult and requires to perform optimizations by
hand. A second benefit is the relatively low computational complexity for small k.
The biggest drawback is that the computational complexity and the required memory
increase quadratically with k.

Ozaki’s scheme received quite some attention, cf. [30, 33, 32, 61, 22, 23]. In this
note we introduce further improvements to the original Ozaki scheme (2). We begin
with a generalization of the theory to arbitrary bases 8 of the underlying floating-point
system and continue with modifications of the splitting approach. The first of these
modifications enables us to specify a precise, close to optimal splitting point. When
compared to the original splitting, this yields roughly k digits additional precision.
Moreover, instead of the oo-norms of the respective column or row vectors, we use
their Euclidean norms to determine suitable splitting parameters. This often yields
another factor two in precision. We also show a way to gain a little bit more accuracy
in ill-conditioned cases in return for losing some precision in the well-conditioned case,
while keeping a high relative accuracy.

Besides the theoretical and practical extensions to the original Ozaki scheme (2),
one main contribution of this paper is the introduction of improvements of the splitting
scheme itself. In particular we show how to identify nearly optimal splitting points,
the possible use of an unbalanced splitting and introduce a way to reduce the overall
complexity. It is also pointed out how the memory requirements of this scheme can
be reduced. In addition, we spent some effort to give the theoretical foundations of
efficient implementations with special consideration to an interpretative environment
like Matlab. To that end the use of highly optimized level-3 BLAS routines is most
important. We demonstrate the benefits of the theoretical considerations by the
algorithms prodK and spProdK, which are pure Matlab code, for full and sparse matrix
residuals. They were written by the first author, and from Version 14 they are included
in INTLAB [51], the Matlab/Octave toolbox for reliable computing. The algorithms
allow to specify a parameter k corresponding to “as if” computing in (k/2 + 1)-fold
precision and storing the result in working precision, or to store the result as an
unevaluated sum of L parts. Those parts are basically non-overlapping, i.e., this
corresponds roughly to L-fold precision.

We give some computational results within the sections. All our tests use Matlab
Version 2024b on a Panasonic laptop CF-SV with Intel(R) Core(TM) i7-10810U CPU
with 1.10/1.61 GHz and 16 GB RAM.

5Tn the standard implementation of Ozaki’s scheme (2) the intermediate products are added in
a sorted order using basic floating-point summation. In this implementation, the memory usage
increases linearly with k, holding the split parts of the matrix factors. However, there is no guar-
antee for error-free summation of the intermediate matrix products. In the original paper accurate
summation algorithms such as AccSum [55] and NearSum [56] were mentioned, which require to keep
all intermediate results in memory.
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4 MARKO LANGE AND SIEGFRIED M. RUMP

2. Notation. Throughout this note we work with a set of base- precision-p
floating-point numbers

(3) F:={m-8°:meZ, |m|l<pf” Enn<e<FEnax}
with p > 2 and underflow range
U:={m-pFn:0 < |m| < pr '}

We assume that the floating-point arithmetic follows the IEEE 754 standard [1] with
rounding to nearest fl: R — R and any rounding of the tie [34]. We denote by fl(aob)
the floating-point result of a o b for o € {+, —, -, /} such that for a,b € F

(4) [i(aob) —aob| <ulaob

with the relative rounding error unit u = 337 and provided that for o € {-,/}
no overflow or underflow occurred. Throughout this note we suppose the absence of
overflow. Any restrictions regarding the underflow range will be mentioned explicitly
if present.

We use float(-) to indicate that an arithmetic expression is evaluated with all
operations replaced by the corresponding floating-point operations. Assertions using
float(+) are true for any order of evaluation respecting parantheses. For vectors a,b €
F™ we use the error estimate [19, Theorem 4.2] for the dot product

(5) |float(a”b) — a™b| < nula®||b|

being valid without restriction on n. We consider the set of complex floating-point
numbers F + iF as well. We sometimes use the following sufficient criterion to verify
that = € R is a floating-point number. Define 8% := {38%: i € Z}. Then

(6) peBENF, zepZ and |z|<pPu = xcF.

Note that we barred overflow, but (6) is true for p in the underflow range.

3. Optimal splitting for the dot product. We start with the definition of
the splitting of a floating-point number into high and low order part.

DEFINITION 1. Let a € F and u € B%. A pair (a’,a’) is called a splitting of a at
w if

(7) a=d +d with o' € pZ, |d'| <

=

Note that the definition does not require p € F. This notation extends naturally to
vectors, where all elements share the same splitting point p. Additionally, we say that
(A, A") is a (row) splitting of a matrix A at a vector p if (aj;,aj;) is a splitting of a;
at p; for all feasible indices. A splitting as defined above can be realized by using a
variant of Dekker’s Algorithm FastTwoSum [11].

We will prove that Algorithm SPLIT produces a splitting (a’,a’) of a at p even
when called with u € 5% but u ¢ F. As a consequence, Algorithm SPLIT may be
called with a power of 8 as argument u without checking for underflow.

Algorithm SPLIT uses the specific splitting constant ¢, = float((8? — 72) - p),
and this is the only one we use in this note. However, we will prove that the output
of Algorithm SPLIT is the desired splitting with some freedom in the choice of ¢,,.
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ACCURATE FLOATING-POINT MATRIX RESIDUALS 5

Algorithm 1 Algorithm Split for single floating-point number

Require: a € F, ;€ 2
function SPLIT(a, p)
t + float((BP — BP72) - p)

xz <« fl(t, +a)
a «—fi(z —t,)
a =fla—d)

return (a, @)
end function

LEMMA 2. Let a € F and pu € B% be given and define
(8) Tpo = {t € F: 9~ i+ la] <t < B0 — [al}.

Then, replacing the value t,, in Algorithm SPLIT by any t, € F with t, € T, 4, the
result (a’,a’) is a splitting of a at p.

Proof. For the trivial case a = 0 the algorithm produces the correct splitting
(0,0). Henceforth we may assume a # 0. The Algorithm SPLIT is a variant of
Dekker’s FastTwoSum [11, 26]. The definition of T}, and t, € T, imply |a] <
ty — Pt < (1—B71)t,. We may therefore use the argument in [26, Theorem 2] to
show that the subtractions in Algorithm SPLIT are evaluated without rounding errors
That implies a = a’ + d.

Suppose 8P~ 1y ¢ F. Then, because overflow is barred, P~y = B¢ with e <
BEmin 5o that (8) and t, € F imply ¢, < BF=in. Hence t, = 0, a contradiction.
Therefore P~ 'y, fPu € F. Now p € B%, (8), t, € F and (3) imply that ¢, is an

integer multiple of y. Moreover, for all t,, € T), 4, (2) yields

B <ty +a<pBPu and B 'u <A(t,+a) < pPpu.

Hence, because of u € 8% and (3), both fl(t, + a) and o’ = fi(t, + a) — t,, are integer
multiples of . That proves a’ € pZ.

Finally, we use [t, 4+ a| < BPu to prove the splitting constraint |a'| < £. If
|ty + a| = fPp and in the underflow range where summations are error-free [58], it is
a’ = 0. On the other hand, in the absence of underflow, |t, + a| < fPu together with

[ty +a—1fi(t, +a)| < W by [34, Theorem 2.2, Definition 2.3]° imply
/ / 1 1
|Q|: |a_a ‘ = |tu+a_ﬂ(tu+a)| < §UIp(tu+a) < §,U

and complete the proof. 0

Next we show that the used splitting constant ¢, = float((8? — 8P~2) - pu) in
Algorithm SpLIT implies that the result (a’,d’) is a splitting of a for suitable p.

COROLLARY 3. Let a € F and pu € % be given. Assume that 39 — BP=2 € F. If
(9) p> 5277,
then the Algorithm SPLIT with input (a,u) produces a splitting (o’,a’) of a at p.

SHere ulp denotes the unit in the last place, cf. [34]
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6 MARKO LANGE AND SIEGFRIED M. RUMP

Proof. If fi(r) = 0 then ¢, = 0, and Algorithm SPLIT produces the pair (a,0), a
correct splitting of a at p. We henceforth assume fl(u) # 0, so that p € S% implies
(i) € 5 and 1 = HEmn < (1)

First suppose p > 7, so that u € 3% and barring overflow yields fl(u) = p.
Then BP — P2 € F requires p > 2 which in turn shows that (87 — 8P=2)u is an
integer multiple of 7. Hence, no underflow error can occur when evaluating ¢, =
(8P — BP~2) - ), and the presence of overflow is excluded by assumption. Since
p=1f(u) is a power of 3 and P — 8P~2 € F, also t,, = (8P — BP~2)u € F. Therefore,
(9) proves t,, € T, o by

(10) B+ lal < (B = 2677 *)p+lal <ty = (B — %) < BPu — |al,

and the assumptions of Lemma 2 are satisfied. It remains the case pu < 1, so that
fi(u) # 0 yields n = fl(u) =: fi. Using ji > pu > $27P|al shows that (10) remains true
when replacing p by fi, so that by Lemma 2 Algorithm SpLIT with input (a, /1) and

therefore also with input (a, i) produces a splitting (a’, a’) of a at fi. But |[a/| < § =
implies ¢’ = 0, and o’ € §Z C pZ finishes the proof. O

The generalization of the Algorithm SPLIT for vector or matrix splittings follows
straightforwardly. The pseudo code for the latter is given in Algorithm 2.

Algorithm 2 Algorithm Split for a floating-point matrix
Require: A ¢ F™*" e {pt: i€ Z}"
function SPLIT(A, p)
(A, A') — (A, A)
for j < 1tondo
£ (87 — B72) - (1))
for i + 1 to m do
€T <— ﬂ(t/_t + aij)
aj; « fi(x —1t,)
al = f(as; — al;)
end for
end for
return (A4’, A"
end function

Furthermore, it is possible to extend the code to work for splitting points u that
do not satisfy (9). If u < 817P|al, then the output is simply (a,0). And for all other
values of © we can first split @ at Su and then the returned remainder part at u.
However, such a modification is not used in our setting.

In previous applications [37, 43, 40, 44], the addend t, in function SPLIT was
chosen to be a power of 3, i.e., t, = B” - u. The disadvantage of this choice is that
the resulting splitting point varies depending on the sign of a and thereby changes
its magnitude: it is p for non-negative a but S~!u for negative a. This requires an
alternative constraint that is tighter than (11) in Lemma 4 and weakens the subsequent
estimates. Here we follow the idea introduced in [30] for binary, where ¢,, is chosen to
be three times a power of two, providing a one-digit bonus when compared to Ozaki’s
original approach [43]. Our choice for t,, generalizes this idea for arbitrary bases S.

For the evaluation of a dot product in emulated higher precision, we want to
compute the most significant parts in an error-free manner. This can be ensured
using the following result.

This manuscript is for review purposes only.
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ACCURATE FLOATING-POINT MATRIX RESIDUALS 7

LEMMA 4. For given a’,b' € F", let p,v € BZ be such that a’ € pZ" and b’ € vZ".
Assume pv € F and let X € [0, 1] satisfy |7 V| < A|d'||2|]|2. If

(11) L+ N)lla’l2]|6"]]2 < 267,
then float(a’" V) = a'"¥ for any n € N and independent of the order of evaluation.

Proof. To derive a bound for the intermediate values of a’ Ty, we exploit that

Zabl me{aZ b, 0} <Za <Zmax{a1 Z,O}—iw

i=1 1€Q i=1

is satisfied for all Q@ C {1,2,...,n}. By |a’"b'| < M|a/||2||t'||2 and (11) this yields

> ajp| <

i€Q

"0 + || T _ 1 + A

vQ C{1,2,...,n}: 5 <

la’ll2[[®"ll2 < B v

Every element-wise product ab} is a multiple of uv. Therefore, every intermediate
and the final result in the evaluation of a’” ¥ is a multiple of uv as well. All these
intermediate results are bounded by SPuv, and by (6) representable with p mantissa
digits, i.e., in F. Due to the absence of overflow it follows that the floating-point
evaluation float(a’" ') is error-free. O

The main condition (11) depends on the high order parts a’ and b, which are only
known after the splitting. The following corollary states conditions on the splitting
points u, v involving the input a,b and gives further insight into the matter.

COROLLARY 5. Let (a’,a’) and (V',b') be splittings of floating-point vectors a and
b at p,v € B% with pv € F, respectively. For some X € [0, 1] and two real numbers
Gas @y assume |a" V| < A|a'||2[[V'[|2 and

lall2 [1b]2 , vn 27
— =5 V> ———— with  qa,qp > ——, QaQb_1+)\

—Vin2 T -2 2

Then ﬂoat(a'Tb’) =a'TV for any n € N and independent of the order of evaluation.

(12)  p=

Remark 6. Note that overflow shall not occur by our general assumption, but the
result of Corollary 5 remains true in the presence of underflow.

Proof. The restriction q,,q, > @ ensures that the denominators in (12) are

positive. The first two inequalities in (12) are therefore equivalent to

llallz v lollz , v

+ Y- <q, and + = < .

W 2 v 2

By Definition 1, every element of a’ is absolute-wise bounded by & and a = o' +4’, so
that [la/[|2 < ||a||2+\|a'||2 < |lalla+5* 1 < gaps. Together with [[b/[l2 < [[b]|+% v < v

and q.qp < the assumptions of Lemma 4 are satisfied and the result follows. 0O

1+/\7

The main application is the evaluation of dot products in higher precision. Let
vectors a,b € F™ with splitting (a’,a’) at p and (¢',b") at v be given. Assume the
absence of underflow and overflow in the following floating-point estimations. A worst
case error bound for the standard floating-point evaluation of a”b is

[float(a®b) — aTb| < nula|T|b|,

This manuscript is for review purposes only.
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8 MARKO LANGE AND SIEGFRIED M. RUMP

cf. [19, 27, 34] and (5). This bound can be improved significantly if we approximate
the true dot product a”b via o := ﬂoat((a’Tb') + (a’Tb' + Q/Tb)). Let the conditions
in Lemma 4 be met and define A := float(a’” b’ + a’"b) — (a/"t' + o’*b), then

(13) |o—a’b] < ula®b| + (14 u)|A| < ulad| + (1 + u)2nu(|a’|T|Q/| + |g'|T|b|). 7

Since every component of a’ and b’ is bounded absolute-wise by £ and %, respectively,
the estimate (13) becomes the better, the smaller ;1 and v. We are therefore looking
for p and v with minimal product uv satisfying (12).

A more detailed analysis leads to the following Theorem 7. We state two bounds
for |0 — aTb|, one with all assumptions of Lemma 4 met, i.e., float(a’" b') = o/ ¥/, and
a second one without.

THEOREM 7. For given nonzero a,b € F™ choose A € (0, 1], ga,q» € R, and p,v €
BZ such that (12) and pv € F are satisfied. Let (a’,a’) and (b',b') be splittings of a and
b at p and v, respectively. Define o := ﬂoat((a’Tb’) + (@) + (Q/Tb))) and assume
the absence of underflow and overflow in its computation. If |’ ¥'| < X|d'||2||b'|,
then

Vi(n+ u

14 —aTb| < ulaTh
(14)  Jo—a"b| <ula”b| + Yo

(lallz v +[1Bll2 42 + v/ /2 - prv).

On the other hand, if |a'" v'| > A|a’||2||b' ||z, then

(n+1)u
Al —u)

VATl +n+1)u

1 —a"b
(15) [o—a"b| < 5 du

la™b| +

(lalla v+ (16l g+ V)2 - ).

Remark 8. Note that Lemma 4 requires |a’” b'| < A||a’||2]|b’||2, so only the first
estimate (14) may use float(a’" #') = a’" . Otherwise, the second estimate (15)
bounds the error of p.

Proof. Denote Ay := float(a’ ¥') — a/TV/, Ay := float(a’Tb') — a’Tb/, and Ay :=
float(a’"b) — a’"b. Using these definitions together with (4) gives

0= 1+ (W + 2o+ (1 +)@ V + A+ b+ Ay))
for suitable |e], |¢'| < u. Subtracting a”b = a’" b + a'Tb' + ’Tb yields
0—aTb=ca"b+ (1+e)Ag+ (1+)e(a b +a b)+ (1+)(1+e)(Ar + Ay).
Using the error estimate for dot products (5) it follows

Ao| | ula™V +a b | nu(la|"V] + || b))
1 —aTh| <ula”h | - :
(16) le—a”b| < ula |+1—u+ 1—u + 1-2u

Every component of @’ and b’ is bounded absolute-wise by £ and 4, respectively, so
that [}¥[l2 < v/i% and [l@']l2 < [lalls + lla'll2 < llall2 + 4. This gives

n
b +a "] < o'V + o) |b| < §(||a||2'/+ V2 v+ pbll2).

"This estimate can be derived using arguments in the proof of the following Theorem 7.

This manuscript is for review purposes only.
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If |a'"b'| < A||d’||2]|b'|2 is satisfied, then Lemma 4 is applicable and therefore Ag = 0.
That implies the estimate (14). Contrary, for |a’7 /| > A||a’||2]|']]2 we have

nu nu
B0 < muala' ("] < nufla’ 2 < S TY] < B aTblnun (718 e | I)-

Inserting this into (16) yields the estimate (15) and finishes the proof. O

In order to compare the estimates given in Theorem 7 with the error bound
nula|T|b| in (5) for standard evaluation of the dot product, let us take a qualitative
look on the value of |lalla v + ||b||2 & + v/1/2 - pv. Assume that n < GP and denote

by ¢ := wi‘%\ the optimal choice for g, and g, in a balanced splitting. Good starting

points to find optimal splittings of a and b are fi := Bllegs(llall2/(G—vn/2)] gand 7 =
Blogs(libll/(@=vn/2)] - yespectively. An optimal pair (fi,7) that minimizes |al|2 v +
Ibll2 1t + /1/2 - uv and satisfies (12) lies in the set {(f, ¥), (B4, ©), (&, 57), (B8R, B7)}.
In the best case [lall2/f ~ [|bll2/D ~ ¢, whereas Bllall2/f ~ ||bll2/D ~ q and [lal2/f ~
Bl|bl|2/P = § are the worst case scenarios. Thus, ||al| P+ 0|2 ft++/n/2- fiv is bounded
roughly by (3 + 13~ |all2 b

If the considered dot product is ill-conditioned, then the right-hand side of (14)
is dominated by

Vi +1)u
2 —4u

Vi(n+ u

5+ )0 alla o]

(llall22 + [[bll24 + 3V aD) £

This error bound is roughly by the factor %, which is 4/2P/n in binary, better
than the error bound nu|a|?|b| in (5) for standard evaluation.

Without prior knowledge about |a’"¥'|/(||a’||2]|']]2) the identity float(a’b') =
a'Tb can only be ensured if fi and # satisfy (11) or (12) for A = 1. On the other hand,
for smaller values of A it is often possible to choose a smaller splitting point for one of
the vectors and improve the error bound in (14) roughly by the factor (54 1)/2. The
average improvement is 1/2/(1 + A\). Even without prior knowledge about the ratio
la’"v'|/(||a’||2]|V[|2), it is often advisable to simply set some A significantly smaller than
1. Let for instance A = 0.05. The average improvement in (14) is then /2/(1 4+ \) =~

V2. And if || < Al|a’||2]|V]|2 is not satisfied, then the dot product is rather well

g\rzf_lz;; |aTb| of the right-hand side of (15) remains
small in relation to the true result. Much smaller values for A are of little use because
the average improvement for the ill-conditioned case remains at approximately v/2,
whereas the bound (15) for the well-conditioned case would increase significantly.

The right-hand side of (14) is an a priori bound for the error of p. In Figure 2
the left- and right-hand side of (14) is shown in red and dotted blue, respectively,
for vectors of length 1000 and condition number up to 10%°. In addition we calculate
(@™V) + ((@") + (a/"b)) with directed rounding and show the result in black. As
expected, there is some overestimation in the right-hand side of (14), but computing
the error with directed rounding is not far from the error with respect to the true dot
product.

conditioned and the significant term

4. Complex input. It is surprisingly simple to reformulate our results for com-
plex input. For z; := u + w,25 := x + 1y € F + (F assume that floating-point
addition and multiplication are computed following the usual rules, i.e., fl(z; + 2z3) =
fl(u+ x) + (v + y) and fl(z122) = float(uz — vy) + ¢ float(uy + vz).

This manuscript is for review purposes only.
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10 MARKO LANGE AND SIEGFRIED M. RUMP

left and right hand side of (14) and a posteriori error bound, vector length n = 1000
100 T T T T T T T T T T T T T - v
........ lhs(14)
. —rhs(14)
£|—a posteriori error bound

left and right hand side of (1

100 100 100 10 102

cond(ab)
Fi1G. 2. Left and right-hand side of (14)

The complex dot product of two vectors in C™ is composed of two real dot products
of vectors in R?". We adapt the complex splitting by interpreting complex vectors
as pairs of real vectors and/or as one long vector of the staggered real and imaginary
parts. Moreover, fl(z + wy) := fl(z) + fl(y) for z,y € R™. The real and imaginary
part of z € F +.F is denoted by R(z) and Z(z), respectively. This notion naturally
extends to vectors and matrices. Next we adapt Definition 1 to complex input.

DEFINITION 9. Let a € F + F and pu € 2. A pair (d,a') € (F + (F)? is called a
splitting of a at p if

(17) a=d +d with o' € pZ +wpZ, |Rd)| <=, |Z(d)| <

RS
=

Note that a splitting of a at p means that the real and imaginary parts of (a’,a’)
are splittings of the real and imaginary parts of a at the real number u, respectively.
Recall that the last inequalities in (17) bound the absolute values of the real and
imaginary part of o'

As in the real case, Definition 9 extends naturally to complex vectors, where all
real and imaginary parts share the same splitting point . The Algorithm SPLIT for
complex input is identical to that for real input except that the requirements

aeF, pep? change into a€F+.F, puep?
and in the first line of Algorithm SpLIT

t, + float((BP — BP72) - u) changes into ¢, < float((87 — BP~2) - (1 + 1p)).

We note that Lemma 2 remains valid for a € F+.F and p € 5%, adapting the definition
of T}, o to t € F+F, and that the result is true for any t € (F + «F) 0T}, o. Moreover,
Corollary 3 remains valid for the real and imaginary parts individually when using
the assumption a € F + (F and u € 8%

We now adapt the first main result Corollary 5 of the previous section to complex
input.
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THEOREM 10. Let 21,22 € (F+F)" and p,v € B% be given. Assume u,v € F,
and let (u',u') and (v',v") be splittings of z1 and zo at p and v, respectively. For
some A € [0, 1] assume R0 < M/ |l2]|o/ ||z and [Z(w'"0")] < Ao/ ||2][o/]|2.
Furthermore, for real numbers r1,ra,s1,52 and £ € {1,2} assume

[[21]]2 [[22]|2 . V2n 203P
> , V> with  1p,8¢ > ——, Tp5p < .
= = Van)2 s¢— /212 OO T Ty T TN

(18)

Then ﬂoat(u’Tv’) ="' for any n € N independent of the order of evaluation.

Proof. Defining

a:= (7;((;11)) ) eF?™ and b:= (ZQI((ZZQQ)) ) e F?"

means a’'b = R(2T 23). The assumptions imply that (R(v'), R(¢')) and (R(v'), R(v'))

are splittings of R(z1) and R(z2) with respect to u, v, respectively, and similarly for
the imaginary part. Hence (a’, a’) with

a = <R(Z/) ) €F™ and o = (713.((;‘,/)) ) € F2n

is a splitting of a with respect to u, and (¥',b’) with

b o= (_7;(&1,)) ) €F and b= (_713(%) ) € Fr

is a splitting of b with respect to v. In order to apply Corollary 5 we replace
Uy Qas Vs Qpy A bY 1,71, 7, 81, A, tespectively. Then a7 = R(u/'Tv'), |||z = [|u']|2
and ||b'[|2 = ||v’||2 show that the assumption |a’Td'| < M||a’||2]|0’||2 is satisfied. Next,
lall2 = ||z1]l2 and ||b||2 = ||22||2 imply that adapting the vector lengths to 2n the re-
maining assumptions of Corollary 5 are satisfied as well. Hence, float(a’Tt') = a'Tt' =
R(u'Tv"), so that the floating-point computation of the real part of v/Tv’ is error-free.
In a similar way we prove that the imaginary part of /7o', and therefore u/7v’ is

computed in floating-point without rounding error. ]

Similarly, the error of a complex dot product can be estimated along the lines of
Theorem 7.

THEOREM 11. Let nonzero z1,29 € (F+ F)™, X € (0, 1] and 11,72, 81,52 € R be
given. Let p,v € B2+ 137 be such that pv € F and (18) is satisfied for £ € {1,2}.
Let (u',u') and (v',v') be splittings of z1 and z2 at p and v, respectively. Define o :=
ﬁoat((u’Tv') + () + (g’Tv))) and assume the absence of underflow and overflow
in its computation. If |[R(u/"v')| < N[0/ ||2 and [Z(u/v")| < A||2]]v/||2, then

V2n(2n + 1)u

(19) [R(e—a’b)| < ulR(a"b)| + = -

(lzallz v + llz2ll2 o+ V21/2 - )

and

V2n(2n + 1)u

(20) |Z(o - a™)| < u|Z(aTh)| + T

(H21||2 v+ ||zl p+ V20/2 - ,uy),
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12 MARKO LANGE AND SIEGFRIED M. RUMP

Proof. With the notation of the proof of Theorem 10 we use that (a’,d’) is a
splitting of a with respect to u, (b',b') is a splitting of b with respect to v and
a’b = R(z{ 25). In order to apply Theorem 7 we replace, as before, i, qq,V, g, A
by w,r1,v, 81, A, respectively. Regarding that the length of the vectors increased to
2n one verifies that all assumptions of Theorem 7 are satisfied, and that proves (19).
Along the same lines the upper bound (20) for the error of the imaginary part follows.O

All of the results in the following sections are, mutatis mutandis, valid for complex
input as well. The adaptions are straightforward, so for clarity of the exposition we
state the following results for real data only.

5. Multiple and unbalanced splittings. For optimal choices of the splitting
parameters, we showed that the error bound for our method is roughly by the factor
24/P~2/n better than the worst case error for the standard floating-point evaluation
of a dot product. This factor can basically be realized for balanced splittings pairs,
i.e., when the ratios ||a|2/u and ||b]|2/v are of similar size. In the unbalanced case
the error is basically determined by the smaller of these ratios. The improvement in
precision compared to the standard evaluation scheme is then roughly the mentioned
ratio divided by /n. Although balanced splitting is, in general, the better choice
for achieving best accuracy, in some cases unbalanced splitting can be beneficial, for
instance if one quantity is split into more parts than the other one. A typical example
is matrix-vector multiplication to be discussed later in this section.

First we extend the notation of splitting to multiple splitting points.

DEFINITION 12. Let ™ > 4 > ... > 1% be powers of B in descending order
and let a € F be given. A (k + 1)-tuple (aM,a®, ..., a**tV) is called a splitting of
a al (/1“(1)7#(2)7 s Mlu(k)) Zf

LA . , . (@)
(21) a= Za(z) with o™ € pWz, | Y] < MT for i=1,... k.
i=1

The notation extends to vectors and matrices in the same manner as before.

A splitting as defined above can be realized by applying the function SPLIT re-
cursively to the remainder part. Algorithm 3 demonstrates this exemplary for the
splitting of a matrix.

Algorithm 3 Split algorithm for a floating-point matrix
Require: A ¢ F™*" u) c (7. jeZ}y  fori=1,...,k
1: function SPLITK(A, p™M), ... u))
2 if £ =0 then
3 return A
4: end if
50 (AW AWy  SpLim(Ay, u™)
6
7
8:

(A@ AR AR SpLITK (AW, 1@ u®)
return (A1, A®) - AK) A(k))
end function

The conditions for a correct splitting via SPLITK are given in the following lemma.
In order to simplify the exposition, we consider the splitting of a single floating-point
number. The generalization to vectors or matrices input is straightforward.
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LEMMA 13. Consider Algorithm SPLITK for some k € N. Let a € F and let
p > @ > o> 4R be powers of B in descending order. Assume P — P2 € F.

If
(22) pH > g27Pq| and p > %62_pu(i_1) for i=2,...k

then SPLITK produces a splitting (M, a® ... a®) of a at (u™, @, ..., u0).

Proof. By the first inequality in (22), Corollary 3 is applicable for the first call
of SPLIT in Line 5. Thus [aM| < 141, The second inequality of (22) then implies
pu > %62_’%(1) > 52_p|g(1)| so that Corollary 3 is also applicable to the second call
of SPLIT within the first recursive call of SPLITK. A similar argument applies to all
calls of SPLIT. The individual splittings are error-free and a = Zfill a® follows.

Since |a(?| can be greater than |a}|, the property |a(®| < £, does not neces-
sarily follow by [a®)| < (). Nevertheless, it can be shown as a consequence of the
properties (V) € F, a® € p@7Z, [aM| < 1p® and [a? — aM| < Iu?). The latter
two inequalities imply |a(2)| < %,u(l) + %u@). For even bases 8 we exploit that %p(l)
is an integer multiple of (2 and that there is no larger integer multiple of 1(?) that is
bounded by %u(l) + %u@). For odd bases § the difference between %,u(l) and the next
larger integer multiple of u(?) is exactly %u@). Furthermore, if 5 is odd, \Q(1)| eFis
strictly smaller than $u™), so that [a®| < |aM[+|a® —aM| < 1™ 4+ 143 Since
a® € p@Z, this implies [a®| < 21 — 143, The remaining inequalities of (21)
follow by induction. ]

As an example of an unbalanced splitting, consider a dot product a”b of a,b € F™.
Let (a/,a’) and (b,b",b") be splittings of @ and b at u and (v,1'), respectively. If the
splitting points are chosen appropriately, then it is ensured that o’ Ty as well as a'Tb"
are evaluated without rounding errors. We exploit this by evaluating the dot product
via

0 = float(((a"" V) + (a” b)) + (' 1") + (/"))

For the moment assume that the addition of @'’ ¥ and a’”b” is error-free. Then a
similar line of arguments as in the proof of Theorem 7 can be used to show

1
lo— | < wlaTb| + " () 1w T
1—2u
nin+ 1)u
< ula”b| + %(”Mb Vi (b2 p A+ VR/2 - ).

To minimize this error bound, it is much more advisable to balance the ratios ||al|2/u
and ||b||2/v’ rather than balancing ||al|2/u and ||b||2/v.

As a suitable choice for nearly optimal splitting points, we propose to use the
smallest powers of § satisfying

lals 151
@) w2 Y w i -

Vn/2-v

and v > /7
ab

with

ga = (16/0)Y0 B2°/3 and g, = (n/16)/6 gP/3,
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14 MARKO LANGE AND SIEGFRIED M. RUMP
The inequalities in (23) imply

tge > |ld'|l2,  vapv/n > (LN l2, Vapv/n/2 > [0z,

and thereby

@+ Nlla’ll2[]"]2 < 287ur and  [|a’[|2]|b"]l2 < 87 .

If A is chosen correctly, i.e., |a’Tt'| < A|a’||2|b’||2 [which is always satisfied for A = 1]
and pv € F, then the conditions of Lemma 4 are satisfied and a/Tb is evaluated
without rounding error. By a similar rationale as in Section 3, it is advisable to
use small but not too small values for A without requiring a priori knowledge about
the ratio |a’" | /(||a’||2]|¥’||2). However, this statement applies solely to the splitting
parameters for the most significant dot product a’ Ty Even if aTb is extremely ill-
conditioned, the product a’ T s typically rather well conditioned. With the proposed
splitting points we ensure that a’ T is computed without rounding error independent
of the choice of .

Assume that n is significantly smaller than SP. In the best case scenario we then
have % ~ ¢, and % = ”bVH2 - 12_%\ . % = 1% Hence, [lall22" and [|b]|2 p are
of similar size and the proposed splitting points can be expected to be close to the
optimal feasible choice minimizing the term ||al|2 v/ + ||b]|2 & + v/n/2 - pv’. Moreover,
in ill-conditioned cases with condition numbers well above 4¢,/+/n and dimensions n
significantly smaller than SP, we have

n n
|a/Tb/+a/Tb//| < |G,Tb‘ + |G/TQ//+Q/TI)‘ < £||a||2”b||2 < anuqal/ :ﬁp/’“/'
4qp 4qp
In this case, the floating-point addition of a’” ' and a’* b is error-free as well. The
error term is then dominated by

Vi +1)u
2 —4u

Vn(n+lu B+1

(lallz v+ [Ibll2 o+ v/n/2 - ') 5 5 .
a

llall2[lol]2-

Now the worst case error nuja|”|b| in (5) for the standard floating-point evaluation
2

of a dot product is improved by roughly the factor m(Qﬂp /n)?/3. The same error
estimate does not hold true for problems with smaller condition numbers. Neverthe-
less, it is again straightforward to check that the possibly introduced rounding error is
very small compared to the true result of the dot product a’b if its condition number
is below 4q;,/+/n.

An actual minimizer for the error bound above can be computed by using a similar
approach as in Section 3. The proposed splitting serves as a starting point and we
check whether neighboured configurations that result in smaller error bounds still
satisfy the conditions (11) or (12).

To emulate the evaluation in an even higher precision, we can apply the splitting
approach recursively either to the remainder a’ or to b”. The former leads to a
balanced splitting approach as used in the original Ozaki’s scheme (2), the latter
leads to an even more unbalanced splitting.

To explore this let us now consider a more general setting where a and b are
split into k, + 1 and kp 4+ 1 parts, respectively. For reasons that will become clear in
Section 7, we do not follow Ozaki’s scheme here. Instead, we evaluate all intermediate

dot products, only combining the products that are subject to rounding errors. To
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be precise, the dot products a e b := a”'b shall be evaluated according to the following
representation:

(24) aeb= Z a® e pl9) 4+ (a — a(k“'H)) o plkotl) 4 gkatl) o p
1<ka,j<ks
where (¢, a®,, ... a®«tD) and (6™,63),, ... bF+1) are splittings of @ and b at

(W, 1@ o pa)y and (v, p2) L pke)) | respectively.

The splitting point shall be chosen in such a way that the dot products a(?) e b(7)
are computed without rounding error for all indices i < k, and j < k. If the the sum
in (24) is evaluated using an accurate summation algorithm, then the overall error is
determined by the rounding errors within the evaluation of (a — a*«+1)) e p(e+1) and
akat1) e b, Following the previous argument, the worst case error is then minimized
by balancing the ratios ||al|2/u*s) and ||b||o/v**). Using a similar setup as above and
choosing the splitting points as the smallest powers of 8 satisfying

i—1 j—1
25 p® > llall2 Y ORS [[b]2 cou9 > vn ply 9 > v vU i)
da —\/1/2 a — /n/2 2 a 2 o
for i = 2,...,k, and j = 2,...,k, these ratios are approximately |la|s/uF*) ~

(2/v/n)ka1gka and ||b]|o/v*) ~ (2/+/n)* gk, In the light of this, we propose to
use (25) with g, g, being the positive solution to the nonlinear system
Ga - gy = ﬂp
(/v gl = 2/ Vi) g,
which can be derived analytically as

k
k

b—ka p-ky ka—ky p-kq
(20) o= (V) SR BT, gy i (2/v/m) e g

We refrain from doing a detailed error analysis here. Nevertheless, following the
previous argument, it becomes clear that the error is roughly determined by

L (e ¥ + Bl ) ~ ((ﬁf " (ﬁ)ka> lalls o]z

2qAb 2(ja

Clearly, the accuracy that can be achieved using a strongly unbalanced splitting
scheme is much lower than for balanced splitting schemes with similar complexity.
Therefore, an unbalanced splitting scheme is only advisable if the dimensions of the
factors are unbalanced as well.

A particularly useful application for the unbalanced splitting scheme is the com-
putation of matrix-vector products in emulated higher precision. On today’s plat-
forms the limiting factor for the performance of computing a matrix-vector product is
rather the time for memory accesses than the pure computational time. With respect
to Ozaki’s scheme that was observed in [33]. The actual throughput can be signifi-
cantly lower than theoretically possible. For matrix summations, which involve more
memory accesses than matrix-vector products, the throughput is even worse. Hence,
when applying the discussed splitting approaches to a matrix-vector product, a signif-
icant amount of the overall running time is used for the splitting of the matrix. Due
to the unbalanced workload for splitting a matrix as for a vector and the significant
impact on the overall performance, an unbalanced splitting scheme is preferable for
matrix-vector products.

This manuscript is for review purposes only.
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16 MARKO LANGE AND SIEGFRIED M. RUMP

As an example where an unbalanced splitting is useful consider a linear system
in » unknowns with approximate solution  computed by Matlab’s A\b. Even for
a very ill-conditioned matrix A a residual iteration with an accurate computation
of the residual Az — b will usually approximate the true solution A~'b to almost
machine precision. This is even true for extremely ill-conditioned systems with a
condition number exceeding 103°° as shown in Section 8.3. Our methods have been
implemented by the first author in the versatile function prodK. For example, the call

[r,e] = prodk(A,x,-1,b,k);

is an efficient implementation of [A b]l*[x;-1] and uses the balanced splitting of
both factors into k parts. It produces an approximate result 7 and vector e satisfying
the entrywise error estimate |Az — b — r| < e. The accuracy of r is as if computed in
nearly (k/2 + 1)-fold precision. In contrast, the call

[r,e] = prodK(A,x,-1,b, [k1,k2]);

uses an unbalanced splitting of the first factor into k1 and of the second factor into
ko parts with the same error estimate |Az — b —r| < e.

In order to monitor the difference of the unbalanced and balanced splitting for
k > 2 we calculate an approximate solution of the linear system Ax = b as an
unevaluated sum z + y of two vectors [48]

x = A\b; y=A\prodK(1,b,A, —x,3);
Then using
[r1,e1] = prodK(A,x,A,y,—1,b,k); [ra2, es] = prodK(A,x, Ay, —1,b, [k, ks]);
implies the two entrywise estimates
|[Az+ Ay —b—r1| <ey and |Ax+ Ay—b—ro| <es.

We use this to show in Table 1 that in a similar computing time the unbalanced
splitting may produce more accurate results. For different dimensions n we compare
the balanced splitting of both factors into k& parts with the unbalanced splittings
[k, k+1] and [k, k+2]. After the dimension and value of k the third and fourth column
of Table 1 show the median ratio of computing times of the unbalanced versus the usual
splitting for some 10° random tests. The fifth to seventh column show the median of
the spectral norms ||e1]| and ||ez|| of the errors, the latter for ks € {k + 1,k + 2}.

Before interpreting computing times we have to admit that, at least for smaller
dimensions and smaller number of splittings, the computing times for identical settings
may differ significantly. In order to decrease the volatility we first perform every task
two times before actually measuring computing times.

The computing times in Table 1 for balanced and unbalanced splitting do not
differ too much. Thus, in particular the splitting [k, k + 2] yields significantly better
error bounds for the residual of the linear system in a similar computing time.

We close this section with some accuracy and performance comparisons for the
balanced splitting approach. A comparison of the accuracy Ozaki’s method and our
new Algorithm prodK is shown in Figure 3. For a similar computational cost we
observe a substantial gain in accuracy, the larger the value of k, the greater the
benefit. The examples are computed using Matlab on a standard Laptop, in particular
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TABLE 1
Results for balanced vs. unbalanced splitting

n i median time ratio median relative error
[k k +1]/k [k, k+2]/k llell lleal] llez]]
2 1.00 0.98 1.32-107%2 845-1072% 3.30-10~%
500 3 0.94 0.97 1.55-10729 9.58.1073% 1.33.1032
4 0.98 0.83 2.92-10736 1.93.1073%6 5.27.1073°
2 0.98 0.99 412-1072' 3.45.1072' 3.37.10"%*
1000 3 0.96 0.94 0.82-10728 4.04-10"28 2.81-1073!
4 0.95 0.77 1.87-1073* 8.26-1073% 1.53.1038
2 1.00 1.03 1.50-10720 1.77-10720 6.90-10"23
2000 3 0.99 1.11 3.58-10727 2.12-107%2" 2.96-103°
4 1.00 1.08 6.85-1073% 4.32.1073% 1.70.1036
2 0.99 1.03 6.60-10719 2.39.10719 4.67-1022
5000 3 1.00 1.04 3.50-10725 1.23-1072° 2.40-10"28
4 0.99 1.05 1.59-10731  5.43-10732 2.48.1073°

Accuracy of a'b for Ozaki's and new scheme for n = 1000
r e — T :

2
\
§ ——Ozaki's scheme N ‘
o —new ‘
(

relative error
2 3
L —
—
=~
I
w
1 1

A f
A

)
oA MAA AMMER R A AAR) AN 5

L 1 L L 1 L L L 1 L L L L
10° 10° 100 10 102 10%

cond(a’b)

F1G. 3. Accuracy of dot products of length 1000 for condition numbers up to 1025

using IEEE 754 double precision with relative rounding error unit 273 ~ 10716 i.e.,
roughly 16 decimal digits precision. As the new method is based on the Euclidean
rather than the co-norm we expect a little better accuracy. The relative error of the
result for dot products and k € {1,2,3} splittings is shown red for Ozaki’s scheme,
and in blue for the new method. The larger the spread of the magnitude of the vector
elements, the fewer digits are contained in the high order parts of the splittings and
the better is the accuracy, as can be seen in Figure 3.

For a randomly generated matrix A and right-hand side b we use Matlab’s back-
slash operator to compute an approximate solution x of Az = b. It is known that,
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18 MARKO LANGE AND SIEGFRIED M. RUMP

basically independent of the condition number, the computation of the residual Az —b
is ill-conditioned.

The accurate computation of residuals is the key to successful residual iterations.
A suitable candidate to realize this in Matlab is the multiple-precision toolbox Ad-
vanpix [17].% It provides a large number of Matlab functions with specifiable precision
and is an extremely useful tool in numerical analysis. Our own implementation prodK
is entirely written in Matlab suffering from interpretation overhead, while Advanpix
is written in highly-optimized C-code.

The value k corresponds in prodX to about (k/2+ 1)-fold precision relative to the
relative rounding error unit, which is u = 27°% ~ 10716 in binary64 (double precision).
In Advanpix mp.Digits(p) is used to specify roughly p decimal digits precision. Thus
the values for £k = 2,...,5 correspond to p = 32,40, 48, 56, respectively. The value
p = 34 is reserved in Advanpix for a particularly fast implementation of extended
precision, and numerical evidence suggests that using p = 34 is up to some 50% faster
than p = 32. Therefore we use p = 34 in Advanpix to correspond to k = 2 in prodK.

In the left of Table 2 we display the ratio of computing times for the real vector
residual Az — b, and in the right for its complex counterpart.

TABLE 2
Ratio of computing times of Advanpiz’s mp to prodK for real and complex residuals

real residual Az — b complex residual Az — b
k=2 k=3 k=4 k=5|k=2 k=3 k=4 k=5
200 | 1.1 2.1 2.1 2.2 1.0 2.3 2.6 2.1
500 | 2.3 5.3 4.4 4.4 1.5 3.2 3.1 2.7
1000 2.3 5.1 3.4 4.1 1.5 2.4 2.8 2.7
2000 | 1.8 4.1 3.0 3.1 2.5 5.7 5.4 4.8
5000 | 1.5 3.5 2.6 2.5 1.0 2.2 2.2 2.1

n

We see in Table 2 that our prodK is significantly faster than the mp toolbox for real
and for complex vector residuals. However, we want to stress that the comparison
is not completely fair as prodK is tuned to matrix and vector residuals while the
mp-toolbox provides a general arbitrary-precision arithmetic. Besides that, according
to the author Pavel Holoborodko [18] the main reason that Advanpix is slower than
prodK is the significant overhead that MATLAB itself imposes for custom data types.
This involves extra data copying and a time-consuming process of creating new mp-
objects by calling the MATLAB interpreter from within native code.

6. Matrix-matrix products. Before discussing certain specifics to and adap-
tations of the algorithm for matrix-matrix products, a few words about the compu-
tational cost of evaluating a dot product a’b in nearly 1.5-fold precision using the
presented algorithm with £ = 1. Determining the splitting parameters j and ¥ for
given vectors a,b € R"™ requires the computation of the Euclidean norms of these
vectors. This involves roughly 4n floating-point operations, which can be halved if
the fused multiply-add (FMA) operation [34] is available. The splitting of a and b
into (a’,a’) and (b,b), respectively, involves another 3n operations for each vector.
And the evaluation of ﬁoat((a’Tb’) + (a6 + (Q/Tb))) requires 6n operations, which

80ne might think to use the variable precision arithmetic vpa of the symbolic toolbox of Matlab
to compare with, however, tests show that it is more than two orders of magnitude slower than
Advanpix when using the same precision.

This manuscript is for review purposes only.
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can be halved as well by using FMA. Overall the method discussed in the previous
section involves 16n or 11n operations without or with FMA, respectively.

The Algorithm Dot2 [37] yields typically an even higher accuracy but involves 25n
floating-point operations without FMA, reducing to 10n operations if the error free
transformation of the individual products is realized using FMA. One big advantage
of the presented method is that the computations can be done using highly opti-
mized BLAS routines [5]. An efficient implementation of Dot2 and related algorithms
requires to perform optimizations by hand, which becomes even more difficult in in-
terpreted high-level languages such as MATLAB or Python. The second advantage
of the discussed method is the efficiency when used with matrix-matrix products.

To show the latter, consider the product AB of two square matrices A, B € R™*",
Their product involves n? individual dot products but only 2n vectors {ai,...,a,}
and {b1,...,b,} where a; corresponds to the ith row of A and b; to the jth column
of B, respectively. The Euclidean norms of the respective vectors can therefore be
computed in O(n?) operations. Similarly, the computational effort for the splitting
of the vectors a; and b; can be reduced. Instead of computing optimal splitting
parameters (fi;;, 7;;) for each individual dot product al'b;, we will determine nearly
optimal parameters p; for each a; and v; for each b; so that (12) is satisfied for all
pairs (4,7). This can be realized simply by using the same ¢, for all rows of A and
the same ¢ for all columns of B.

Let p;, v; to be the minimal powers of f satisfying (12) for given vectors a;, b; and
do = @ = G :=/26P/(1 + A). In the worst case scenario p; ~ ﬁ“‘z& and v; =~ 6“”;%
such that ‘

laillzv; + 11bj|l2 i + $3v/n pivy = 2867 ||as||2]|bj 2

Compared to the setting where we choose optimal (ji;;, ;) for each individual dot
2

product, the error bound increases at most by the factor 67-51’ which is an increase of
about 33% in binary format. The better performance outweighs this loss in accuracy.

By computing p; and v; as described above, we derive splitting vectors p for
A and v for B. The splitting of A and B into (A’, A") and (B’, B’), respectively,
requires O(n?) operations. The main computational effort is therefore the evaluation
of float (A" B") + (A" B') + (A'TB))), which requires roughly 6n3 or 3n3 operations
without or with FMA, respectively. This is significantly better than the 25n% or 10n?
floating-point operations when using Dot2.

Ozaki’s scheme (2) also performs favourably when compared to multi-word arith-
metic. Consider for instance the double-word arithmetic introduced in [21, 11, 4].
Without support for FMA the double-word multiplication is typically realized using
24 floating-point operations and addition by 11 operations, so that this amounts for
the product of quadratic n x n matrices to 35n> floating-point operations. To achieve
a similar accuracy with Ozaki’s scheme as with double-word arithmetic, we have to
set k to at least 2. In this setup, the computational effort is determined first and
foremost by the involved matrix multiplications. For k = 2 the algorithm requires 6
matrix multiplications and therefore 12n3 floating-point operations. If FMA is avail-
able, the complexity reduces from 3513 to 19n3 for the double-word multiplication
[20, Algorithms 5 and 11], and from 12n3 to 6n> operations for Ozaki’s scheme.

One might argue that the comparison is rather unfair because the complexity
for the double-word arithmetic assumes double-word input data, and because the
error estimate of prodK for k = 2 is worse than that of double-word arithmetic. In
Subsection 8.3 we show that multiple-precision input does not inherently increase the
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complexity of our algorithm Hence the comparison of this setup is still reasonable.
Nevertheless, even if we consider the double-word multiplication of single-word input,
which reduces to the TwoProductFMA algorithm [34], and compare it with the accuracy
setup k = 3, the complexity estimate is still in favour Ozaki’s scheme (2): 13n3 for
the double-word arithmetic versus 10n> floating-point operations for Ozaki’s scheme.
Moreover, with the alternative evaluation scheme that will be introduced in Section 7
and the various improvements discussed in Section 8, the complexity consideration is
even more in favour of our approach.

From a practical point of view, even more important than the advantageous com-
plexity bound is the possibility to use highly optimized level-3 BLAS routines for the
computations. Algorithms based on cascaded summation approaches, such as Dot2,
require to implement optimized micro-kernels for the respective BLAS routines on
different platforms; keeping them up to date requires quite some effort.

At this point it is noteworthy that the benefit of choosing fixed splitting points
i or vj for each vector instead of optimal splitting points (fi;;, 2;;) for each pair of
vectors lies not so much in the reduced effort for the splitting but rather the efficient
use of the level-3 BLAS routines. To see this, define fi; := Buogﬂ(”‘“”2/(‘7“’\/5/2)”
and 7; = BUOgB(“bJ’“2/(‘“7\/5/2)” for all feasible indices. From the discussion in the
previous section, we know that for any index pair 4,j the corresponding optimal
splitting points (fi;;, ;) lie in the set {(fu, 7;), (B, 7). (fu,Bv;), (B, )} It
is therefore sufficient to apply two splittings to each column vector of A and B so
that the effort for the splitting remains insignificant. A drawback of using individual
splitting points is that it jeopardizes an efficient use of level-3 BLAS routines.”

Assume that we have!® some function to compute the next power of 5 to some
floating-point number, i.e., NEXTPOWEROFBETA(f) := min{s*: i € Z, 8* > |f|}. If
the environment enables directed rounding modes, it is straightforward to compute
rigorous upper bounds for the left-hand sides in (23). In the absence of directed
rounding modes, one can exploit the error estimate from [34] to compute verified
upper bounds in floating-point arithmetic using rounding to nearest. To be precise,
we compute p and v by Algorithm 4.

A possible implementation for evaluating a matrix product in higher precision is
given in Algorithm 5. In the subsequent sections we will discuss modifications of this
algorithm for further improvements.

Similar to Figure 3 in the previous section, we now compare the accuracy of
the product of two n x n matrices for n = 1000 for condition numbers up to 102°.
In Figure 4 a condition number ¢ means that all n? dot products share the same
condition number ¢. The displayed data is computed with the algorithms presented
up to now. In the next section a further acceleration using Karatsuba’s method will
be introduced, therefore we mention “without Karatsuba” in the title of Figure 4.

As can be seen the new method is more accurate than Ozaki’s scheme (2), in
particular for larger number of splittings. Note that for condition number up to 10'6
and £ = 3 the results of both Ozaki’s scheme and the new scheme in prodK are
maximally accurate.

For the sake of completeness and due to the absence of highly optimized imple-
mentations of multi-word matrix products, we repeat the comparison of Table 2 for

9The most efficient approach that we came up with is based on a splitting of A and B into three
parts that match the two possible splittings into two parts. This still doubles the computational
effort when compared to the nearly optimal splitting. There are better alternatives to use additional
computations to increase the precision of the output, see Section 5.

10Similar to NEXTPOWERTWO for binary in [55].
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Algorithm 4 Algorithm to compute p from ¢

Require: A € F™*" g€ T, qg>+/n/2+ 1, n:=min{f € F: f > 0}
1: function COMPUTEMU(A, q)

2 for j < 1ton do

3 s+ 0

4 for ¢+ < 1 tom do

5 s + float(s + a;; - a;5)

6: end for

7

8

9

s+ float(((m + 1)) - (s + m - 1)) > sy > [layll3
tu  float(y/s /(1 — 4u)g — v/1/2)) > tu > allz/ (g — v/2)
: i < NEXTPOWEROFBETA(t,,)
10: end for
11: return u
12: end function

Algorithm 5 Evaluate A7 B in nearly 1.5-fold precision with A = 1

Require: A € F™*"a B ¢ Fmxme
1: function MATPROD2(A, B)
2: 4o < ﬂ(\/ﬁ)

5 g A(((1— )87 /g.)

4 u < COMPUTEMU(A, q,)

5: v <— COMPUTEMU(B, qp)

6: (A A') « SPLIT(A, 1)

7

8

9:

(B', B") + SpLIT(B,v)
. return float((A'TB') + (A" B') + (4" B)))
end function

its matrix counterpart, i.e., for the ratio of computing times between the mp-toolbox
and our prodK implementation when applied to the matrix residual RA — I for an
approximate inverse R of A and I denoting the identity matrix.

TABLE 3
Ratio of computing times of Advanpiz’s mp to prodK for real and complex matriz residuals

real residual RA — I complex residual RA — I
k=2 k=3 k=4 k=5|k=2 k=3 k=4 k=5
200 | 13.7 322 28.7 389 30.2 82,7 84.6 814
500 | 33.6  57.7 46.6  42.1 53.3 911 71.7  70.6
1000 | 50.6 74.8  63.9  59.1 72.1  126.2 98.6 101.0
2000 | 62.9 112.1 91.4 93.4 93.2 170.7 141.5 143.3
5000 | 87.9 153.2 1187 99.8 | 105.6 185.0 141.4 152.2

n

We want to stress again that the comparison is not completely fair, see the remarks
following Table 2. Having said this we see in Table 3 that our prodK is up to two
orders of magnitude faster than the mp toolbox for matrix residuals. The ratios for
complex matrix input are even more in favour prodX.

For complex matrix multiplication the “3M”-method [59, 63], going back to
Strassen’s famous paper about non-optimality of Gaussian elimination, was also used
in combination with Ozaki’s scheme [22, 23]. Unfortunately our own “3M”-version
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Accuracy Ozaki's and new scheme without Karatsuba for n = 1000
— T —— :

——Ozaki's scheme
. —new
107

mean of relative error
3

1010

1072

10° 10° 1010 108 10 102

F1G. 4. Accuracy of matriz products of dimension 1000 for condition numbers up to 102°

of prodK offered only marginal speed improvements on our computational environ-
ment, possibly due to interpretation overhead, the additional matrix summations and
Matlab/BLAS optimizations of complex matrix products. We therefore refrain from
giving computational results here.

We close this section with a timing comparison between our prodK and ordinary
floating-point matrix multiplication. The former is implemented in pure Matlab code
suffering from interpretation overhead and other obstacles, where the latter calls a
highly optimized BLAS routine. We generate an n x n matrix A with condition
number 102 randomly and test RA — I for R = inv(A). The accuracy is measured
as the median of all entries of [RA — I — res| for res denoting the floating-point and
prodX result, respectively. Table 4 shows the results for prodkK(R,A,-1,eye(n) ,k) L
where the upper part is for £ = 1 and the lower for k = 2.

For k = 1 the results are more accurate than pure floating-point with a time
penalty of a factor 3 to 4, for £ = 2 much more accurate with more time penalty. In
many applications an inclusion of RA — I is important. To that end we may calculate
RxA-eye(n) in floating-point in rounding downwards and upwards to obtain mathe-
matically true bounds. The call [res,E] = prodK(R,A,-1,eye(n),k) produces res,
E such that res —E < RA — I < res + E is mathematically correct using entrywise
comparisons.

As expected and shown in Table 5, the result by prodK is more accurate with some
time penalty. Results for k = 3 are not displayed because all inclusions by prodK are

11 The mechanism and benefit of the residual formulation will be described in Subsection 8.2.
Moreover, in order to see the inherently achieved accuracy we actually use prodK with the option for
multiple-precision output. To be precise, we use prodK(R,A,-1,eye(n),k,’OutputTerms’,L) with
L = 4 meaning that, as mentioned in the introduction, the result of AB is stored in an unevaluated
sum of L matrices. More details will be given in Subsection 8.3. Without that option all values in
the last column of Table 4 are of size 10~16.

This manuscript is for review purposes only.



~N 1
NN N
[SATE

JAdJgIFgJgagagFaagagagad

742
743
744
745

ACCURATE FLOATING-POINT MATRIX RESIDUALS 23

TABLE 4
Timing and accuracy for approximating RA — I using prodK and ordinary floating-point arith-

metic

k n te1  tproax tproax/le1  acc £1  acc prodK
1000 0.02 0.09 4.1 3.0e-12 1.1e-18
1 2000 0.12 0.52 4.4 9.4e-13 6.6e-19
5000 1.57 6.83 4.3 1.8e-13 2.3e-19
10,000 | 18.30 50.60 2.8 5.1e-14 1.0e-19
1000 0.02 0.16 7.3 3.1e-12 1.7e-24
9 2000 0.12 0.87 7.4 9.5e-13 1.3e-24
5000 1.57 11.86 7.6 1.9e-13 5.2e-25
10,000 | 18.00 89.80 4.9 5.2e-14 3.0e-25

TABLE 5

Timing and accuracy for including of RA — I using prodK and floating-point arithmetic

e el wen o
1000 | 0.03 2.8 5.0 89e-5 T7.4e-8 4.6e-13
2000 | 0.24 2.2 3.7 3.5e-5 7.4e-8 9.0e-13
5000 | 3.62 1.9 3.2 9.8e-6 7.4e-8 5.0e-13
10,000 | 31.20 1.8 3.0 3.8e-6 6.8e-8 9.4e-13

maximally accurate, i.e., the error is below the relative rounding error unit 1076,
Further computing times with and without split part reduction are postponed to
Table 9 in the next section in order to combine them with using Karatsuba’s method.

7. Karatsuba’s and Toom-Cook’s method for a more efficient evalua-
tion of accurate matrix-matrix products. The main drawback of Ozaki’s scheme
(2) is the large computational complexity for higher emulated precision: when split-
ting into k parts, the computational effort increases quadratically with k. The focus
of this section is a reformulation of Ozaki’s scheme (2) to tackle this drawback. We
use the notation from the introduction.

To reduce the complexity of Ozaki’s scheme, we borrow from strategies for long
integer multiplication. Let given matrices A and B be split into k + 1 parts as in (1).
The straightforward evaluation of the product of these sums involves (k + 1)? matrix
products. As in long integer multiplication, Ozaki et al. [43] reduce this number to
W by combining the less significant half of these products into k+ 1 remainder
terms. Here we take a slightly different approach and only combine the products that
might not be computed error-free into two remainder terms. Instead of (2) we consider
the balanced matrix version of (24):

(27) AB = Z ARG 4 (A— A(k))ﬁ(k) + AWM B,
i,j<k

remainder terms

For k > 2 this evaluation scheme involves more matrix products than Ozaki’s orig-
inal scheme (2), however, the benefit is a rather straightforward application of fast
multiplication strategies such as the Karatsuba algorithm. As an example, consider
a balanced splitting of A” and B at (i, 7u) and (v, 7v), respectively:

AT = A" 4+ A"+ 4" and B=B +B"+B’,
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24 MARKO LANGE AND SIEGFRIED M. RUMP

where 1, v are vectors of splitting points and 7 € 5% is the constant factor to the next
order splitting point. Above we use the transpose of A to clarify that the splittings
at p; and pf are applied row-wise and not column-wise as for B. The constant
factor 7 between the first and second splitting point of each element deprives us
of the freedom to choose individually optimized second splitting points. In return
for a very small reduction of the accuracy, this allows for a significant reduction of
the computational complexity. We exploit the idea of Karatsuba’s algorithm and
reformulate A’B"” + A" B’ as

(TA/ + A//)(B/ + T_IB”) —r A'B’ _7_—1 A'B".
=:Ts =T =T3

The reformulation involves O(n?) additional operations but saves us one expensive
matrix product. Let T}y := float((A’+A”)B") and T := float(A” B) be (approximate)
floating-point evaluations of the remainder terms in (27). The approximation of C' =
AB is then derived via

(28) C = ﬂO&t((Tl + (T2 — 71y — Tﬁng)) + (T3 + Ty + T5))

This approach reduces the number of matrix products from six for Ozaki’s evaluation
scheme (2) to five. Moreover, the ordered summation of the first two matrix products
yields a very small relative error. In very ill-conditioned cases this summation is
error-free and the overall error is determined by the rounding errors in 7y and T5.

The evaluation scheme in (28) makes only sense if we can ensure that T;, T», and
T3 are evaluated without rounding errors. To that end, a sufficient condition is given
in the following lemma. We consider a dot product rather than a matrix product for
the ease of notation.

LEMMA 14. Let a,b € F" and p,v,7 € B% be given. The tuples (a’,a”,a") and
(b',b",b") shall be splittings of a and b at (u,Ti) and (v, Tv), respectively. Define

t := float(a'" '), o = float((ra’ + )T (0 +7710")), t3:=float(a""b").

If ?uv € F and
I 1" / 1/
) (Ll Il (e, W) g

7 T v TV

then
T =t,, oY+ = float(ty — 7t; — 77 't3), and o' =t

In particular, (29) is satisfied if

Ha||2 ||b||2 L+7 \/ﬁ
> - > e
(30) "= ﬂp/Q I;T\/ﬁ’ v pr/Q 12JtrT \/rl’ and 2T < n’

Proof. The condition (29) implies the following inequalities

112l < 870w, 7’ + "ol + 77 2 < BPr, [l o) < 8773 v

Hence we can apply Lemma 4 to all three dot products t1,ts,t3. It is also straightfor-
ward to show that the intermediate results of float(ty — 7¢; — 7 1t3) are all bounded
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by BPrTuv. The subtraction is therefore error-free as well and the main statement of
Lemma 14 follows.

The third inequality in (30) ensures that the denominators of the other fractions
are positive. From the first inequality we then derive

1 1 / "
B2 > lallz + 1T Vnp > lallz LT la”]l2 > le’lia + la”lz
% TH 2 % TH % TH

Similarly, the second inequality in (30) implies 4P/2 > Hb;HQ + HbT/;Jlb , which proves the
implication (30) = (29). ad
A suitable choice for the factor 7 is
7= B Le-loggn)/2]
For reasonable dimensions n < g7, this yields H2\/n ~ $77'y/n ~ %ﬁ(”_l)/Q.

The smallest feasible p and v satisfying (30) are then approximately of the sizes of
28(1=P)/2||a||y and 28(1=P)/2||b||5, respectively. Let the dot product a”b be evaluated
according to (28). By a similar argument as before, the overall error of the computed
approximation is either very small in relation to the true result or it is dominated by
the rounding errors in t4 := ﬂoat((a’ + a”)Tb") and t5 1= ﬂoat(g”Tb), where

(n+ Du

@+ a4 out(ts + 1] < @
—u

(1o +a"["1¥] +1a""[b])

; "Nz | lla”llz . nrv | vatu 1-p
Hence, the error bound is roughly by the factor ol Tl =~ 2160 T 3Mals ~ 2np

better than the error bound for standard evaluation.

If the considered application demands for even higher precision, then we have
to split A and B into more parts. The Toom-Cook multiplication can be seen as a
generalization of Karatsuba’s algorithm [21]. The method consists of the following
steps:
interpret the first k split parts as coefficients of polynomials of degree k — 1,
evaluate the polynomials at 2k — 1 points,
compute the values of the product polynomial via point-wise multiplication,
apply interpolation to compute the coefficients of the product polynomial,

e reinterpret and accumulate the computed coefficients.
For a detailed explanation of the Toom-Cook algorithm and further details see [21]
and the references therein.

As an example, consider the matrix product evaluation for balanced splittings
into four parts. For k = 3, Ozaki’s original scheme (2) involves ten matrix products,
while the basic evaluation scheme in (27) requires eleven matrix multiplications. By
applying the Toom-Cook multiplication approach, the number of matrix products can
be reduced to seven. Let (A’T,A”T,A'”T,A"’T) and (B’, B"”, B",B"") be splittings
of AT and B at (u, 7, 721) and (v, v, 72v), respectively. We follow the Toom-Cook
multiplication approach and select {—1,0,1,2, 00} as interpolation points. In our
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setting the corresponding matrix products are

Ty = float((A' — 77 'A" + 724" )(B' — 77 'B" + r72B")),
Ty := float((r7*A")(r7*B")),
T :=float ((A' + 7' A" + 724" )(B' + 77 'B" + 772B")),
Ty = float (44" + 27 'A" + 772A")4B' + 277 'B" + T_2BW)),
Ty := float(A’B’).
By using the scaling factor 72 in T, we force all matrix products to be element-wise

integer multiples of uv™. To ensure the error-free evaluation of Ty, ..., T, we require
that (min; p;)(min; v;) € F and replace the condition (29) with

4 " " b/» b/( b///
(31) VZ,] (4|a’z||2 + 2”0‘2 ||2 _|_ ||a’; |2> . <4| .7”2 _|_2H J ||2 + H ; ||2> S /Bp’
/Lj e T s I/j TVj T Vj

where a; and b; denote the ith row of A and the jth column of B, respectively. The
interpolation at {—1,0,1,2, 00} then yields
A'B = Ts,
A/BH + A”B/ = T( - %Tl + %TQ - %Tg + %T4 - 2T5),
A/B/II + AI/B// + AIIIB/ — 7_2(%/1'11 _ T2 + %T?, _ 115)7
A'B" + A"B" =73( = 1Ty — 3T + T3 — £Ty + 2T5),
A///B/// _ T4T2
The evaluation of AB using the five matrix products T7,...,Ts together with the
two remainder terms (A — A”)B" and A"’ B is rather straightforward. However,
some caution is necessary with intermediate results that might not be representable
as floating-point matrices, for instance, %Tl or %T4. This issue can be resolved by
putting % outside the brackets. Optimal and error-free evaluation sequences for Toom-

Cook multiplication are discussed in [6, 7].
By a similar argument as in Lemma 14, we derive the simplified conditions

- 4f|a;||2 41|b;1]2 3+4r P
Coy > iz 2z
7 i ==y i o == oy A P (P

which implies (31). In this setting, we advise to set

T = ﬁ_ \_(P_l()g[f (6n))/2] .

The reduced complexity compared to Ozaki’s original scheme (2) is achieved in return
for a little loss of accuracy. With increasing k£ the conditions to ensure the error-
free evaluation of the involved matrix products become more strict, which leads to
smaller step lengths between the splitting points. As in the application of integer
multiplication, at some point it becomes more advisable to apply the Toom-Cook
algorithm recursively instead of further increasing the degree of the polynomial for
interpolation. The largest value of k for which the described reformulation approach
still makes sense depends on the dimension of the involved matrices and the precision
of the underlying floating-point format. An often used format is binary64 of the
IEEE 754 standard, where p = 53. In this setting it makes sense to use Toom-Cook
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for k = 5. For the rare cases of even further splittings (k > 5) we advise to apply
Karatsuba and Toom-Cook recursively.

In our implementation prodK, for reasons of simplicity and a better performance
at low and medium problem sizes, we focus on the Karatsuba recursion. As in the
Karatsuba algorithm, for k& being powers of two, the recursive application of the
discussed reformulation is pretty straightforward. This allows for a reduction of the
complexity from k? to roughly k9823 matrix products. If k is not a power of two, the
remainder terms are divided into sub-problems exploiting already computed matrix
products. As an example, consider the convolution for & = 3 as above.

Let again (A’T,A”T7A'”T,A”’T) and (B', B”, B", B") be splittings of AT and
B at (u, i, 72p) and (v, v, 7%0), respectively. For the convolution of the two most
significant parts, i.e., (A" + A”)(B’ + B”), we need to evaluate the following three
matrix products:

Ty := float(A’'B’),
Ty := float ((A" + 77 'A")(B' + 7' B")),
Ty := float(r—*A” . 771B").

Instead of individually computing all remaining products with factors A” and B”,
respectively, we exploit that A’B’ and A” B” have already been computed. Following
Karatsuba’s approach, we additionally evaluate

Ty := float ((A" + T72B"\(B' + 7723”))
Ts = float ((r7'A” + 772A") (7' B" + T_2BW)),
TG = ﬂoat(T—QA/// . T_2B”I)

and use, for suitable choices of u, v, and 7, the equations

A'B" + A" B = 7_2 (T4 —-T — T6)7
A" B" + A" B = TS(T5 —Ty — TG),
A B — T4T6-

Together with the two error terms, this approach requires overall 8 matrix products.
This is one multiplication more than the direct application of Toom-Cook but still
two matrix multiplications less than the original approach (2) by Ozaki.

Algorithm 6 demonstrates a recursive method for implementing the Karatsuba
approach. The input matrices A and B shall already be split and scaled in the
caller function, such that A; = 717?A® for i = 1,..., k,, and Bj =71!= iBU) for j =

., ky. In turn, the output of CONVKARA has to be scaled back, i.e. C’Out =771

for all feasible indices, and we still need to consider the error term AB (k) A(k)(
B (k)) in the caller function. For k£ > 1 most of the work is done in CONVKARA, which
is initially called with n,g = 0 and ks = 0. The distinction of the splitting parts into
ko and kj is required to deal with our reduction option, where all zero remainder
parts are omitted from the calculation. The recursion given in Algorithm 6 is still a
simplification of the actual implementation prodK, which includes further code paths
omitting all products and sums with zero.
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Algorithm 6 Recursive convolution algorithm for Karatsuba evaluation

1:
2
3
4:
5:
6
7
8
9

10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:
34:

function CONVKARA(A1, ..., Bi, ..., ka, kb, nogt, ks)

k = NEXTPOWEROF2(max(ka, ka))

if nog > 0 then
Ai<_Ai+Ai+noff for izl,...,1+ka
Bi‘*Bi‘i’Bi-&-noff for Z:L,l+kb

ka, kv < k, k
end if
k1, ko < k/2, NEXTPOWEROF2(max(kq, kv) — k/2)
if £k =1 then

return (A:Bi,0) > Sp is not used
end if
Ci;+0 for 1=1,..., k+2ko —1 > (AhighBhigh7 AlowBlow)
Si« 0 for i=1,...,k+2ks—1 > for intermediate results
X+ 0 for t=1,..., k—1 > AhighBlow + Alothigh

(Cl, .. .,Ck,l,Sl, .. ) — CONVKARA(A1, .o, Bi1,.. .,min(ka,kl),min(kb,kl),O, ks)
if k, < k1 then

(Xl, .. ) — CONVKAR.A(A17 .. ~7Bl+k17 coiskayky — k’l,0,0)
else if k, < k1 then

(X1,...) « CoNVKARA(A14kys---5B1y... ko — k1, ks, 0,0)
else if ky = k1 then

(X1,...) < CoNnvKARA(A1,...,B1,...,k1,k1,0,0)

(Ck+1, .. .,Sk+1,. . ) — CONVKARA(Alirl,. . .,Bk1+1, .. .,k‘a — kl,kb — k:l,O,ks)
else

for j < 0 to ki/k2 — 1 do

(Y17 .. ) < CONVKARA(A1+jk2, .. -7Bl+jk2, .. .,kz, k‘g,lﬁ — jkg,O)
Xitjky < Xitjky + (Yigjhy = Sitajhy — Chga) for i=1,...,2k —1

end for

(Ck+1, .. ) — CONVKARA(Ak1+1, .. .,Bk1+1, ey ka — kl, ky — kl,0,0)
end if
Ck1+i<—0k1+¢+Xi for 7= 1,...,min(k—1,k1+2k2—l)
if ks = k then

Si«C; for i=1,...,2k—1
end if
return (Ci, ..., S1,...)

35: end function

From Algorithm 6 we can extract a recursive definition of the actual number of

matrix multiplications required for the multiplication of two splittings into k, + 1 and
ky 4+ 1 parts, respectively. Unfortunately, we were not able to form a nice closed form
from the recursive definition. An upper bound for the number of required matrix
products is given by 3/1ogz(max(ka,ke))T 1 9 Table 6 compares the number of required
matrix multiplications between Ozaki’s and our scheme for various values of k. It is
assumed that there are no omitted remainder terms, i.e., A and B are each split into
k + 1 parts.

TABLE 6

Number of matriz multiplications for various values of k and nonzero remainder terms

3 4 5 6 7 8 9 10 11 12 13 14 15 16

2
Ozaki | 6 10 15 21 28 36 45 55 66 78 91 105 120 136 153
Kara | 5

8§ 11 16 20 26 29 38 44 53 56 70 74 80 83
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Before we complete this section by a performance comparison between our Karat-
suba based and Ozaki’s scheme, let us have a look at possible accuracy implications
from this reformulation. Let each matrix, A and B, be split into k + 1 parts with p,
v, and 7 defining the splitting points similar as above. If k is a power of two, then in
the presented Karatsuba scheme there is one matrix multiplication that involves all
k significant parts of both matrix splittings, i.e.,

k

T, := float (( Z Tl_iA(i)) ( Zk: Tl_iB(i))).

i=1

The resulting matrix elements have to fit into floating-point numbers with precision
p and the condition in (29) has to be adapted accordingly. In comparison to Ozaki’s
scheme (2), here the splitting vectors u and v as well as the factor between spitting
points 7 have to be multiplied roughly by the number of addends k in order to satisfy
the condition on error-free evaluation. Overall this means a loss of accuracy of almost
k - [logg (k)] digits when compared to Ozaki’s original scheme (2). By the reduced
number of error terms, the actual loss in accuracy is a little bit smaller than that, but
the rough estimate remains valid.

On the other hand, there are cases where the Karatsuba based scheme has a sig-
nificant advantage over Ozaki’s scheme not only performance-wise but also accuracy-
wise. If k is chosen large enough to cause zeroed splitting remainders A®) and B*)
in (27), the evaluation using the Karatsuba based approach is completely error-free
whereas Ozaki’s scheme (2) may still have non-zero error terms.

In Table 7 we compare the accuracy of prodK when evaluating ill-conditioned ma-
trix products with Ozaki’s scheme and the Karatsuba based approach. More precisely,
we consider the products AB of two real square matrices with condition numbers of
all dot products (AB);; ranging from 10'° up to 10°°. When k is large compared to
the condition number, results are maximally accurate. Table 7 shows the median of
the mean of relative errors of all entries of the product AB for n = 1000 over 100
samples.'? The value “0” indicates that most entries are equal to the correct floating-
point approximations, the value “1” that mostly no digit is correct. As can be seen,
the Karatsuba based scheme shows better accuracy for k£ > 3, much better accuracy
for larger k. This is slightly counter intuitive since the factor 7 actually increases for
the Karatsuba based approach, but it can be explained by the same argument as be-
fore. The error in evaluating Equation (27) is determined solely by the two remainder
terms. If k is chosen large enough to diminish the effect of these remainder terms, the
Karatsuba based scheme typically outperforms Ozaki’s scheme. For larger condition
numbers, wider exponent ranges of the matrix entries and larger problem dimen-
sions, the values of k, where the Karatsuba approach starts to yield more accurate
results than Ozaki’s scheme (2), also increases. Please note that our implementation
is not suitable for the use of lower precision arithmetic when attempting to compute
residuals with large dimensions for larger values of k.

The observed loss of accuracy is not an inherent aspect of the approach but is
caused instead by our implementation. Rather than handling the summations of
a Karatsuba step as addition of the individual split parts as in Lines 4 and 5 of
Algorithm 6, it is possible to add the represented and rescaled higher and lower

12In order to see the inherent accuracy for larger values of k we used, similar as in Table 4,
prodK(A,B,k, ’OutputTerms’,4) to store the result as an unevaluated sum of 4 terms. For more
details see Subsection 8.1.
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TABLE 7
Median of mean relative errors for computing ill-conditioned square matriz products of dimen-
sion n = 1000 for different values of k without and with Karatsuba.

Cond Kara k=1 k=2 k=3 k=4 k=5

1010 no 24-1071% 56-107% 0 0 0
yes 1.7-10716 12.10722 0 0 0

1020 no 57-1079 45.10712 6.2-10719 0 0
yes | 2.8-107% 50-107'2 5.6-1072? 0 0

1030 no 1 1.6-10792 31.107%° 8.9-10"'6 28.10°23
yes 1 25-1072 1.8-107% 1.2-107'7 4.9-10723
1040 no 1 1 9.8.-107% 27.107% 3.6-10"12
yes 1 1 48-107% 16-107'% 86-10718
1050 no 1 1 1 1 1.1-10701
yes 1 1 1 1.6-107% 3.6-10"14

part of the respective matrices. For instance, Line 4 could be replaced by the sum
7 A) + (O, 7 Aign ), then be split again into k, parts and scaled back
accordingly. This way the summation causes only a loss of a single bit instead of
log, (k) bits. The bit loss can be distributed among the split parts in such a way
that, ultimately, no more than 2 bits are lost per split part, even for very large values
of k. The drawback of this method is that it requires a reinterpretation and re-
splitting of intermediate results in every summation step, i.e., the Lines 4, 5, 26 and
30 of CONVKARA. The implementation is particularly involved for multiple precision
input, which will be discussed in Section 8.3. Due to the significantly increased
number of matrix summations, this approach is, first and foremost, beneficial for
larger dimensions or when dealing with low-precision arithmetic. For this note we
refrain from implementing and evaluating such an approach.

By default our method switches automatically to use the Karatsuba scheme de-
pending on the problem dimension. For completeness we repeat Figure 4 with the
default setting, i.e., using the Karatsuba method. We see in Figure 5 a diminished
gain for k = 2, but a significantly better accuracy for k = 3.

Besides the General Matriz Multiply (GEMM), Ozaki’s scheme can also be used
efficiently in combination with more specialized routines, such as Triangular Matriz
Multiply (TRMM) and Symmetric Rank-K Update (SYRK). Our Karatsuba based
scheme has this in common with Ozaki’s scheme. Indeed, for an efficient application
of SYRK within Algorithm 6, it is not even necessary to reformulate the problem
as Uchino et al. [60] did for Ozaki’s scheme. If the considered matrix product is
a symmetric rank-k update AAT we can simply replace the matrix multiplications
in Algorithm 6 with their SYRK equivalent. In Matlab SYRK can be triggered by
writing explicitly AxA’ instead of A*B for B=A’, which lets the interpreter replace the
GEMM call with its SYRK counterpart.

Table 8 shows the relative speedup for using the SYRK implementation of prodk
compared to the GEMM implementation applied to the same symmetric problem. For
large dimensions and large values of k, the theoretically possible speedup tends to a
factor two. In practice, there is a considerable overhead from Matlab’s interpretation
and the auxiliary computations within prodK. For k > 2 we see an average speedup
of about 40 percent. The ratios in Table 8 are computed using prodK with default
settings, i.e., the algorithm switches automatically between Ozaki scheme and Karat-
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Accuracy Ozaki's and new scheme with Karatsuba for n = 1000
—— e —— :

——Ozaki's scheme
. —new
107

mean of relative error
3

F1G. 5. Accuracy of matriz products of dimension 1000 for condition numbers up to 102°

TABLE 8
Time ratios for variants of prodK(A’,A,k) without and with SYRK

randorth(n) randn(n) randmat(n,lel4)
k=1 k=2 k=3|k=1 k=2 k=3|k=1 k=2 k=3
1000 | 1.09 1.39 1.45 1.13 1.44 1.44 1.04 1.44 1.50
2000 | 1.12 1.37 1.37 1.25 1.39 1.38 1.14 1.20 1.31
5000 | 1.20 1.31 1.39 1.26 1.33 1.41 1.24 1.31 1.37
10,000 | 1.30 1.42 1.43 1.27 1.50 1.76 1.27 1.30 1.45

n

suba scheme depending on k and the problem dimension. We did numerical tests for
both methods individually and measured a similar speedup for their respective SYRK
implementations.

The TRMM case does not require any modification of Ozaki’s scheme or our
Karatsuba based approach. The triangular pattern is kept for all split parts of the
respective matrix. Unfortunately, as of now, we are not aware of a possibility to use
optimized TRMM routines within pure Matlab or Octave'. Thus, we refrain from
considering residuals involving triangular matrices in our numerical tests.

We close this section with some timing comparisons for different values k of split-
tings. In our implementation prodK we introduced an option NoReduction. In order to
show the effect of the four combinations of using NoReduction and using Karatsuba,
we intentionally switch Karatsuba on and off.

For the timing comparison in Table 9 we compute matrix products AB which are
created such that each individual inner product (AB);; has condition number 103°.
Table 9 shows the ratio of computing time of Ozaki’s method to prodK with the four

13 According to Kai Torben Ohlhus, one of the developers of Octave, as of now, there is no
optimized BLAS routine for TRMM directly implemented into Octave.
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different settings. The presented values are the mean ratios for 10*/n test runs, i.e.,
20 runs for n = 500, 2 runs for n = 5000 and so on.

TABLE 9
Time ratios of Ozaki’s method compared to different settings of prodK

n Reduction Kara | k=2 k=4 k=6 k=8 k=12 k=16

- no | 1.09 088 082 08 074 078

500 yes | 1.15 111 089 1.01  0.93 1.06
no | 1.05 099 110 139 274 441

yes yes | 117 108 099 154 290 476

o no | 090 091 08 08  0.81 0.80

1000 yes | 1.04 098 093 099 1.0l 1.10
no | 1.01 088 103 143 278 458

yes ves | 1.02 097 099 155  2.99 4.81

o no | 1.02 096 091 090 087 087

2000 yes | 111 114 109 122 120 1.36
no | 097 093 105 133 299 420

yes yes | 1.00 113 120 1.86 3.66  6.06

. no | 0.89 089 087 0885  0.86 0.89

5000 yes | 099 108 1.0 1.24  1.06 1.19
ves no | 0.89 088 096 130 207 447

yes | 1.00 110 115 1.84  3.61 6.73

In the first two lines of each block of Table 9 we compare the two schemes with-
out omitting multiplication with all-zero split parts. Our implementation of Ozaki’s
scheme is about 10% till 20% slower than Ozaki’s standard implementation, which is
mainly caused by the additional overhead for the techniques that will be presented
in Subsections 8.1 and 8.2. On the other hand, we see a noticeable speed up for the
Karatsuba based scheme with increasing benefit for larger values of k.

The latter two lines of each block of Table 9 show the relative throughput for
these schemes when all zero split parts are omitted from the calculation. For larger
values of k the elimination of all-zero split parts has often a bigger impact than
the application of the Karatsuba based evaluation scheme. To be specific, for the
constructed matrix products with individual inner product condition of 1030 the first
5 till 7 split parts of the matrices A and B are typically non-zero. For k > 8 we see
a significant benefit of using the reduction option of prodk. Typically, we would need
a priori knowledge about the condition number to choose appropriate values of k.
The automatic reduction of trivial matrix products allows the user to set some higher
value of k without risking unnecessary computations. We see an improvement of the
computing time of our prodK for larger values of k of up to a factor 6. For smaller
condition number or even higher values of k, the difference can be even higher. The
benefit is similar without and with Karatsuba.

In [43] another improvement was introduced, namely, that split parts may become
sparse although the input factors are full. This can be seen as an extension of our
reduction approach and is easily added to prodK. To that end a parameter § steers
that intermediate m x n matrices with less than mnd nonzero entries are stored as
sparse matrix. We use § = 0.02, i.e., switch to sparse representation if there are less
than 2% nonzero entries. We reproduce the results as in Tables 1 and 2 in [43], where
matrices

A = (rand(n) — 0.5). * exp(phi * randn(n))
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are used. For increasing ¢ the spread of the entries of A increases. We show in
Table 10 the ratio of computing times to ordinary floating-point multiplication for
prodX with k£ ranging from 1 to 3, each for § = 0, i.e., the original prodK, and for
6 = 0.02.

TABLE 10
Ratio of computing times to ordinary matriz multiplication when changing to sparse computa-
tions in prodK depending on the parameter §

k=1 k=2 k=3
¥l =0 6=002|6=0 =002]|5=0 &=0.02
1] 36 37 71 73 132 12.4
5| 38 3.8 7.1 7.7 13.0 125
1000 10 | 3.8 3.5 7.0 7.1 12.9 12.4
15| 36 3.7 6.8 7.1 12.0 12.0
20| 36 2.9 7.0 5.9 114 100
1] 31 3.5 7.0 7.0 11.6 10.9
5| 34 4.0 7.6 7.7 12.8 12.8
2000 10 | 3.7 4.2 8.3 8.1 13.6 135
15| 3.3 2.3 7.1 4.4 12.1 7.8
2 | 3.2 2.2 6.8 45 115 8.2
1] 34 3.5 6.7 6.9 11.1 10.3
5| 37 3.8 7.3 7.3 12.6 12.3
5000 10 | 3.7 3.7 7.3 7.4 12.1 12.1
15| 3.0 15 6.1 3.2 10.2 5.7
20| 33 15 6.6 3.1 10.8 5.6
1| 33 3.3 6.6 6.6 114 101
5| 34 3.4 6.6 6.7 11.6 11.2
10,000 10 | 3.6 2.7 6.8 5.4 115 9.7
15| 3.2 1.4 6.6 2.8 11.1 5.4
2 | 3.2 1.4 7.5 2.4 12.1 45

There is quite an advantage, in particular for larger dimensions and larger spread
of matrix entries. For 6 = 0 and fixed k there is very little change in the computing
times. Apart from the usual measurement inaccuracies, the time ratios are a little bit
worse for lowest matrix dimension n = 500 due to the larger relative impact of the
matrix summations in our algorithm. Maybe surprisingly, for n > 2000 the impact of
the involved matrix multiplications does not change much with increasing dimension.
Here we show computing times for the final version of prodK, which also implements
the technique described in Subsection 8.1. Thus larger matrix product are partitioned
into smaller subproblems, typically yielding a better accuracy but also causing a non-
diminishing computation overhead of the O(n?) operations. On the other hand, for
the sparse option § = 0.02 we see quite some improvement with increasing . If ¢ is
large enough for the density of the leading split part to fall below 2%, then this part
is treated as a sparse matrix, yielding a significant speedup. For n = 1000, this effect
can be seen for ¢ = 20. For larger dimensions and thereby larger splitting factors
7, this effect can already observed from ¢ = 15. A closer look at Table 10 reveals
another speedup for narrow spreads ¢ = 1 and k = 3. Unlike the observed speedup
for larger values of ¢, this is realized by handling the tailing split parts with low
non-zero density as sparse matrices.
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8. Further modifications towards an efficient practical implementation.
In the previous sections, we already discussed the main benefit of splitting based meth-
ods, such as Ozaki’s scheme [41, 42], when compared to algorithms based on cascaded
summation approaches or long accumulators. The idea of error-free transformations
is applied on the level of vector and matrix operations. This enables splitting based
implementations to heavily use optimized BLAS routines and gives them an edge
over many other algorithms for the computation of accurate matrix-vector or matrix-
matrix products. Nevertheless, the competitive running times are bought through
shortcomings. These include for example the limitation on the dimension n, the sen-
sitivity to scaling of individual floating-point entries, and the relatively large memory
overhead. In this section we briefly describe countermeasures for some of these issues
and discuss other modifications to improve the practical usage of our algorithm.

8.1. Ordered summation for large problem sizes. Most of the presented
conditions, such as (12) and (23), imply a restriction on the problem size n. The
bound on n, which is roughly 5P, is introduced artificially for the ease of applying
the respective conditions. Our basic result in Lemma 4 is satisfied without limit on
n. Though the condition (11) does not restrict the problem size directly, it may be
difficult to apply Lemma 4 to problems of extremely large sizes n £ $”. That may
not be a problem in IEEE 754 binary64, but may become problematic in binary32
or even smaller precision formats. At some point the product of the norms ||a||2]/b]|2
will be that much larger than the individual products |a;b;| that also pv > |a;b;| for
any pair p, v satisfying (11). Then the most significant term o’ Ty contains not much
information any more.

The following strategy circumvents the limitation on n, cf. [33, 46]. We break the
original problem into smaller subproblems and add up the results of all subproblems
in an error-free manner. For example, consider the matrix product AB and let the
matrices be blocked into IV chunks with appropriate sizes:

By
By
A= [Al A2 s AN] and B= .
By
so that AB = A1B1 + A3Bs + --- + AyBy. This way we obtain N subproblems
with roughly % of the size of the original problem. Even if n is well below the bound
6P, the division into smaller subproblems may still be beneficial for increasing the
emulated precision. The size of the subproblems should be kept just large enough to
preserve the efficient usage of BLAS routines.

We can compute optimal splitting points for each of the subproblems individually.
However, a major issue of this approach is that we have to keep all intermediate
matrix products until the final accurate summation. This would increase the memory
requirements and the computational effort for the accurate summation significantly.
In the following we demonstrate an efficient way to circumvent both issues.

Consider the partitioned matrix product above and let 11;,v;, 7 be powers of base
[ satisfying

2 s T A o B 1vr_ B
T —wper-Lrm T (L—w)pe2 - mt 27 n
nT

for all feasible indices 4, j, £. Moreover, for all £ € {1,..., N}, let (A%T, A’E’T,AZ ) and
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(B}, B}, BY) be splittings of AT and B, at (u,7u) and (v, 7v), respectively. Define

Zy=A\By, Zj = A\B + A{Bj, 2y = float(A7 B + (A} + A])B{ + A} By).

Then, using a similar argument as in the proof of Lemma 14, (32) implies

(33) Vil <||€iT42||2 N ||€iTA2'||2> , <||Béej||2 N |B,§’ej||2) <pr_B.

Hi TH: vj TVj

If in addition 72 ( min; u;) (min; v;) € F, then each individual dot product satisfies the
conditions in Lemma 14. Hence the intermediate results Z; and Z can be evaluated
without rounding error using the methods described in the previous sections.

Following the original approach, we would keep the 3N intermediate results as
input for an accurate summation algorithm such as AccSum [55] or NearSum [56]. The
following lemma demonstrates that this is not necessary.

LEMMA 15. Assume given floating-point matrices Z1, Za, ..., Zn of same dimen-
sions are element-wise integer multiples of T', where all entries of T shall be powers
of B. Suppose that |Z)| < (8P — LgJ)T is satisfied for all £ € {1,...,N}. Let the
floating-point matrices S, E be evaluated according to

: (S, E) «+ (Z1,0)
: for £+ 2 to N do

Sold )

S« float(So1a + Z¢)

E + float(E + ((Sola — S) + Z¢))
end for

If no overflow occurs and

q
(34) N < ﬂ—l—l +2BP79  with q:= {

9 )

then S+ E =S, Zs.

Proof. The result is basically taken from [26, Corollary 1] with a slightly different
setting. In particular, the reformulated upper bound (,Bp — [gJ)T on the addends
ensures the error-free transformation via the Fast2Sum procedure independent of the
base f3 of the underlying floating-point system. Although [26, Corollary 1] is restricted
to B € {2,3}, the corresponding proof is kept general enough to be applicable to
general 3 as well. ]

The tiny modification of the condition (29) towards (32) yields the slightly dif-
ferent right-hand side of (33). It ensures that |A}||Bj| < (87 — B)puv™ and |4)||B}| +
|A7||B)| < (B? — B)Tuv™. Hence, the summation strategy in Lemma 15 is applicable
to the set {Z,} with T = puv? as well as to the set {Z]} with T = 7uvT. Since
the remainder terms Z; may already involve rounding errors, we can add them using
ordinary floating-point arithmetic. Thus, the 3N intermediate results can be accu-
mulated into five matrices while keeping all the information of the significant entries.
There is no need to keep the intermediate results. The accumulation of the three re-
sulting matrices of a single subproblem into these five accumulation matrices requires
nine matrix summations, which is insignificant compared to the overall computational
effort.
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The memory requirement can be reduced even further by exploiting the limited
size of the scaling factor 7. Let Z;/ be split at pv? into (Z7, Zé’ ). If the conditions
in (32) are satisfied, then the sums Z) := Z + ZJ/ are still representable as a floating
point matrix. Hence Z, = float(Z, + Z}) and Z, + Z} = Z, + Z|/. Moreover, the
updated matrices Zj still satisfy the same bound constraints: |Z)| < (8? — B)uv”.
Similar as before, we can apply the summation algorithm in Lemma 15 to the set
{Z}} with T' = ™. The benefit is that the matrices Z; are absolute-wise bounded
via |Z)/] < LpvT. If N < 2877, then Z?:1|Zé’| < BPruvT so that their floating-point
summation is necessarily error-free. Hence a single matrix suffices for the error-free
summation of the second order error terms ZJ/. For splitting settings with k > 2, the
same principle can be applied recursively to all terms but the most significant ones.
Only k + 2 matrices need to be kept for the accumulation of all intermediate results.

Since the accumulation of the k4 2 matrices does not require additional memory,
the implementation of Ozaki’s scheme within prodK requires between k + 1 and k + 2
times the memory of an ordinary matrix multiplication. The splittings use k+1 times
the memory of A and B, respectively. The intermediate output terms use k + 2 times
the memory of C. The Karatsuba scheme has a higher memory consumption due to
the additional sums of the split parts and the increased number of output terms. To
be precise, the split parts of the input matrices to%ether with the intermediate sums
in the Lines 4 and 5 of Algorithm 6 require % - le_ol 2~% times the memory of their
respective input matrices A and B; and there are at most 3k — 2 intermediate output
terms. By applying the operations in a memory efficient order, our implementation
of the Karatsuba scheme requires roughly twice as much memory as Ozaki’s scheme.
The memory consumption grows linearly in k for both implementations, which is
much more efficient than applying AccSum [55] or NearSum [56] to all intermediate
results of Ozaki’s original implementation.

In the final step, we need to compute an accurate floating-point approximation
of the sum of k + 2 matrices.!* The use of a possibly expensive accurate summation
algorithm can be avoided. An ordered summation in higher precision is sufficient
to ensure a high relative accuracy, see [47, 12, 25]. For the applicability of these
summation algorithms it is not necessary that the addends are ordered according to
their absolute values. It is sufficient to sort the floating-point numbers with respect
to some feasible ranges of exponent positions. In our application we already have
such an ordering. We just need an extended precision format to sum the intermediate
results accordingly.

The availability of an extended precision floating-point format on the platform
and within the software environment cannot be guaranteed. Moreover, even if such
a format is available, using it in a matrix structure might be complicated and/or
reduce the computational performance. A good alternative to an extended floating-
point number is a pair arithmetic such as DOUBLE-DOUBLE [4] or cpair in [28]. In
particular, we refer to [26, Theorem 4] where the ordered summation into a pair of
floating-point numbers is considered. In our setting we can use a pair of floating-point
matrices to accumulate all intermediate matrix product results. Due to the limited
number of addends, we can expect the computed output to be at least a faithful
approximation of the true sum.

In the implementation of the function prodK, we went one step further. On the ba-
sis of the proof of [26, Theorem 4] it is possible to realize an efficient re-normalization

141f the original problem is not broken up into subproblems, then there are k 4+ 1 matrices with

similar properties.
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of the output matrices. We exploit this to realize the option of a multiple-precision
output in terms of another unevaluated sum. The multiple-precision output is setup
via the optional parameter ’OutputTerms’ or directly via the number of output ar-
guments. Let {Ry, Ra, ..., Ry} be the m-fold precision output of prodK, then

(35) |Ri+1| < 4u|Ri| for 1<i<m.

The overall approximation error |AB — """ | R;| is bounded by 8u- |R,,| plus the ap-
proximation error estimate for the remainder terms discussed in the previous sections.
This allows prodK to compute an approximation of the result as multiple-precision
output, i.e., an unevaluated sum of m terms, together with a rigorous upper bound
for the approximation error of Y /", R;. We already used multiple-precision output
in Tables 4 and 7 to show the accuracy of the computed results.

8.2. Lower precision due to outliers. An essential drawback of lifting the
splitting to vector or matrix level is the sensitivity to bad scaling. To demonstrate
this, consider the linear system Ax = b with a well conditioned system matrix A
(IAll2 = 1) and a norm-wise significantly larger right-hand side b (||b||2 > 1). Then
it is safe to assume that also the Euclidean norm of the initial approximate solution
Zo is significantly larger than ||Al|2. To apply the presented evaluation scheme the
residual would typically be reformulated into

. )
=4, ——

=z

The issue with this formulation is that the product of the norms is fundamentally
determined by the large norms [|b[|2 and [|z¢l|2, while the actual result is significantly
smaller. Since the splitting points are chosen according to the norm products and not
the actual maximal intermediate result, more splitting steps are necessary to emulate
the desired precision.

There are various ways to solve this issue. For instance, we can use the knowledge
about the original problem and treat b as an addend in the final summation, i.e., first
computing 2z, 23 2 (%) whose sum approximates Azo with high emulated
precision and then evaluating Zle 2 4 (%) _p with high relative accuracy. Another
possibility to circumvent this issue is the normalization of the columns of A; or the
entries of x;. Let D be a diagonal matrix whose diagonal elements are powers of 3
approximating |z¢|. Then all elements of D~'z; are close to one. The complement
scaling has to be applied to the first factor: A;D. If we ensure the absence of underflow
and overflow errors, the transformation is error-free. For the transformed problem we
can choose smaller values of k£ to achieve the same accuracy as before.

In the example above, bad scaling causes significantly different magnitudes of the
involved elements. The product of the norms is fundamentally determined by a few
outliers with much larger magnitude than the rest. If bad scaling is the cause for
these outliers, then it is not difficult to circumvent this issue. Nevertheless, there
are many cases where this is not that easy. Consider for instance the multiplication
of two diagonally dominant matrices A and B. Then a normalization step will have
little influence on the result. The splitting parameters p and v are fundamentally
determined by the products of the diagonal elements of A and B, respectively. And
only the diagonal elements of the resulting matrix will be computed in the anticipated
emulated precision. The accuracy of the computed off-diagonal elements suffers from
the relatively large product of the norms of the involved vectors.
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The described issue is an inherent property of any method that applies the split-
ting on vector or matrix level. The accuracy will be relative to the products of the
largest elements'® even if these are not actually multiplied in the inner product. To
some extent, it is still possible to find efficient ways around this issue. For instance,
if the outliers are very sparse and strongly separable from the remaining entries, as
in the example above, then we can split the matrices into a sparse part containing
the outliers and the remainder. This leads to three subproblems. For an efficient
computation of the product of the matrices containing the outliers, we can exploit
the sparsity and/or structure of the problem. The remainder parts are treated just
as before.

In our Matlab implementation prodk, we did not yet implement an automatism
to handle outliers accordingly. On the other hand, it is possible to divide the product
manually into subproblems and let prodK handle the splitting and the accumulation
of the intermediate results.

We show the effect of outliers by computing the residual Axg—b of a linear system
Az = b for an approximate solution xy. As has been mentioned earlier, the residual
is ill-conditioned basically independent of the condition number of A. We compare

(37) r1 = Ozaki([A b], [x0; —1],k) and r2 = prodK([A b], [x0; —1],k)
computing Cxc for C = [A b] and ¢ = [x0;-1] with
(38) r3 = prodK(A,x0, —1,b, k).

The formulations in (37) correspond to (36). Since these are calls of a single matrix-
vector multiplication, the information about possible outliers in the form of a different
scaling of the subproblems is lost. In contrast, A and b are separate input parameters
in the third call (38), and that enables prodK to compensate a different scaling of the
two sub-problems.

To show the effect we use A = randn(n) and b = phi*randn(n,1) to generate a
random linear system with the right-hand side b being upscaled to produce outliers.
The results for k& € {2,3} and different scaling factors ¢ are shown in Table 11, the
upper block of four lines for the scaling factor ¢ = 10° and the lower block of four
lines for ¢ = 10'2.

TABLE 11
Median relative errors for r1 and r2 as in (37) and r3 as in (38) for p = 10° and ¢ = 1012

k=2 k=3

rely rels rels rely rels rels

1000 [ 2.2-10710 131072 1.1-107[74-107177 1.1-1071 9.5.-10° %
2000 | 1.3-1079 7.7.107 7.7-107%|6.0-10"'7 7.9-1072° 55.10~2!
5000 | 5.7-1071° 1.1-107*2 1.6-107%°|28.1071% 42.10719 29.107%
10,000 | 1.2-107%9 4.7-10' 8.0-1076|1.2-10""® 1.8-107' 1.7.-1072!
1000 | 3.9-107%4 1.2-107% 1.1-10715|2.8-10719 3.0-107!2 94.102
2000 | 2.2-107%4 6.7-107% 76-10716|1.8-10719 19.10"' 5.6-10"2!
5000 | 8.1-107%4 9.8-107% 1.7-107'5|1.3-1079 5.7-102 2.9.10"2!
10,000 | 1.7-107%% 4.3-107% 81.-107'6 | 57-107% 2.8.107'2 1.8.1072

n

15That is a common observation in numerical analysis; for example, a computed singular value is

usually accurate relative to the norm of the input matrix.
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Following the dimension in Table 11 there are two vertical blocks for £ = 2 and
k = 3 with three columns each. The three columns show the median of relative errors
rel,, over all entries of r1, r2 and of r3 as in (37) and (38), respectively. As before we
used multiple-precision output to make the achieved internal accuracy visible. As can
be seen, for both £ = 2 and k = 3 and for both scaling factors ¢ = 10° and ¢ = 10'2
the results r3 by the call (38) are close to maximally accurate because this formulation
enabled prodK to compensate the different scaling of the two subproblems. In contrast,
the calls as one matrix-vector product as in (37) are significantly less accurate, slightly
more for Ozaki’s method than for prodK. For & = 3 the results are of course more
accurate than for kK = 2 but the observations about r1, r2 and of r3 are similar in
both cases.

Concerning the computing time, Ozaki’s method is slightly slower than prodK in
(37) for small dimensions up to n = 2000, and for the larger dimensions up to 25%
faster.

In all cases the call of prodK producing r3 as in (38) is some 10 to 20% faster than
the call of prodK computing r2 by one matrix-vector product as in (37). Summarizing,
the call (38) allowing prodK to take care of outliers is easier to read, it is faster, and
moreover significantly more accurate than the call in (37).

In the context of matrix residuals, combined calls like prodK(R,A,-1,eye(n) ,k)
or prodK(A,x0,-1,b,k) bear a significant advantage in computing time. We compare
to Ozaki’s algorithm where in [39] a fast splitting method was introduced for the
specific case k = 1. We use a matrix residual RA — I for A being a random matrix
with condition number 10'2. In Table 12 the modes 0 and 1 refer to the usual and
fast splitting in Ozaki’s method, respectively. The table shows the computing times
and the median of [RA — I — C| where C denotes the computed result by Ozaki’s or
our method.

TABLE 12
Time and accuracy of RA — I for Ozaki’s method with usual and fast splitting and for prodK

N time Ozaki ; accuracy Ozaki
mode=0 mode=1 P*% mode=0 mode=1
1000 0.488 0.204 0.098 4.5e-14  8.6e-14 1.3e-14
2000 3.49 1.07 0.51 2.0e-14  3.6e-14 7.7e-15
5000 57.2 13.3 6.9 1.2e-14  2.3e-14 2.2e-15

10,000 440.1 106.2 53.9  7.9e-15 1.8e-14 1.4e-15

acc prodK

As can be seen there is a significant speed-up for the fast splitting in Ozaki’s method,
and again a speed-up by a factor 2 for prodK with slightly more accurate results.

8.3. Multiple-precision input. In Section 7 we have shown how a Karatsuba-
based scheme can be used to reduce the computational complexity for evaluating
matrix products in higher precision. But even with this modification, for k& > 2,
our approach can complexity-wise not compete with algorithms that are based on an
initial transformation of each individual floating-point product into an unevaluated
sum of floating-point numbers combined with the subsequent application of an accu-
rate summation algorithm. The main benefit of the discussed matrix splitting based
evaluation scheme remains the possibility to apply high performance level-3 BLAS
routines. The prospect changes substantially if we consider multiple-precision input
data.

The precision of a quantity may be increased by using a representation as an
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unevaluated sum. For two terms this is the principle of error-free transformations or
double-double arithmetic [31], and also for several terms it is a well-known technique,
cf. [47, 57]. Tt was already introduced in the realm of verification methods in [48]. To
that end it is natural to allow for multi-word input for our algorithms as our main
goal is the accurate computation of matrix residuals.

Instead of a simple matrix product A- B consider the product of two unevaluated
sums (31, A;) - (320_; Bi). A straightforward way to deal with this input would be
to divide the problem into rs subproblems. However, one can do significantly better
by transforming the unevaluated matrix sums into splittings of k£ + 1 parts:

Algorithm 7 Split algorithm for an unevaluated sum of floating-point matrices
Require: A; ¢ F™*" u() ¢ {37: j € Z}"
1: function SPLITK(Ay, ..., A, p™, ..., u)

(AW, AWy  SpLIT(Ay, u™)

(A@ AR ARy SpLITK(AM | Ay, A @ R
10: return (A1, A®) - AK) A(k))

11: end function

2: for i + 2 to min(r, |k/2] +2) do

3: (Aifl, Al) «— FAST2SUM(AZ-,1, Az)
4: end for

5: if £k =0 then

6: return A,

7: end if

8:

9:

The function SPLITK defined by Algorithm 3 is basically a specialization of this
algorithm. And Algorithm 7 is an extension of Algorithm 3 for multiple-precision
input with an additional re-normalization step in the Lines 2 to 4.

Algorithm 7 does not necessarily produce an actual splitting (A(D, ... ,A(k),A(k))
of the unevaluated sum Z;zl A;. If the unevaluated input sum represents more
significant digits than are representable with the aimed splitting, there will be an
approximation error.

The approximation of the multiple-precision input requires slight modifications to
our algorithm. Since A— A® s no longer representable via a single floating-point ma-
trix, the remainder terms in Equation (27) cannot be written as (A—A®)B*) 4+ AR B,
Instead, we further approximate the remainder terms and consider the evaluation of

AB ~ Z ADBW 4 ﬂoat(z AD) . BR) 4 AK) -ﬂoat(z By,
i<k i<k i

approximate remainder terms

Moreover, even if the multiple-precision input is perfectly normalized, i.e., satisfying
1 .
|Az| S iulp(Ai_l) for 2 S (3 S r,
it can typically not be guaranteed that
. 1 .
(39) |A(l)ej| < 571_2% for 2<4¢<k and all feasible indices j.

As a consequence, the output does not satisfy (21). The conditions for error-free
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evaluation of the significant dot products, including (11), (18), and (29), have to be
adapted accordingly.

As an example consider the product ABC of three matrices. To simulate an
evaluation in higher precision of the complete term, it is necessary to keep the inter-
mediate result of the first product in the respective precision. The multiple-precision
output feature of prodK serves exactly this purpose. We therefore compute AB with
higher precision, storing the intermediate result in the unevaluated sum Z:ll R;. To
avoid a significant loss of accuracy in the intermediate presentation, m should be no
smaller than 1 + % The second step is then the multiplication of Y ;" | R; with C,
where prodK internally transforms the high precision input using Algorithm 7.

For performance reasons, the intermediate result is not perfectly re-normalized
but the addends of the unevaluated output sum satisfy (35). In combination with the
additional re-normalization step in Lines 2 to 4 of Algorithm 7, assuming 7 > /2
and p > 8, it can be shown for our application that

. 1 b
\A(z)ej| < 5(1 + ﬂ4_§)7'1_2uj for 2<1i<k and all feasible indices j.

The conditions for error free multiplication of the significant splitting parts have to
be adapted accordingly. This can cause a moderate reduction of accuracy. On the
other hand, even with incremented splitting number k, this approach is typically
significantly more efficient than dividing the multiple-precision matrix product in
subproblems.

Next we report computing times to demonstrate that specifying cell arrays as a
parameter to prodK is not only easier to read but also faster. For our model problem
ABC we first execute

R = prodK(A, B, k,’ OutputTerms’, ot);
for different values of ot and display in Table 13 the ratio of computing times of
prodk (R{1},C,R{2},C,R{3},C,R{4},C,R{6},C,k)  and  prodK(R,C,k);

here written for ot = 5. The matrices A and B are randomly generated with entries
covering a larger range of exponents. That ensures that the approximation R of AB
as unevaluated sum has close to k terms. The data in Table 13 shows that indeed the
second formulation, with a single parameter for the unevaluated sum R, is not only
easier to read but also much faster.

As another interesting example for the benefit of multiple-precision input and out-
put, we consider the problem of computing an inverse of an extremely ill-conditioned
matrix. A well-known rule of thumb tells that an approximate inverse R of a matrix
A with condition number exceeding u~! has no correct digit. However, in about 1984
the second author discovered numerical evidence that nevertheless the relations be-
tween the entries of R can be used to solve a linear system with that matrix. Because
of lack of analysis it was not published, only put into a Technical Report [49] until an
analysis followed in [52].

Recently that method gained attention as so-called “mixed-precision iterative
refinement” [9, 16]. The idea is to solve a linear system in low precision thus saving
memory and computing time. The initial approximation may have no correct digit,
however, it can be improved to full precision in O(n?) operations using higher precision
calculation of residuals.
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TABLE 13
Time ratio between prodK(B{1},C,B{2},...,k) and prodK(B,C,k)

n klot=2 ot=3 ot=4 ot=5
2 1.56 1.55 1.44 1.51
3 1.44 1.66 1.62 1.74
1000 4 1.75 1.78 1.84 1.83
5 1.94 1.96 1.97 1.91
2 1.52 1.46 1.42 1.44
3 1.58 1.62 1.68 1.65
2000 4 1.58 1.70 1.72 1.79
5 1.42 1.64 1.52 1.69
2 1.40 1.37 1.41 1.32
3 1.50 1.62 1.61 1.66
5000 4 1.66 1.73 1.69 1.61
5 1.40 1.86 1.55 1.60

Our algorithm prodK allows an elegant formulation of the technique presented in
[52] to invert matrices with extremely large condition number. Executable Matlab
code is displayed in Algorithm 8.

Algorithm 8 Accurate inverse of A stored in the cell array R as unevaluated sum
function R = InvIllco(A)

R = inv(A); % initial approximation of inverse of A
k=1;
while 1
k = k+1;
P = prodK(R,A,2xk-1); % product RxA with increasing precision
X = inv(P); % floating-point inverse

% Storing the next approximation R in k output terms

R = prodK(X,R,2*k-1,’0OutputTerms’,k);

% stop iteration when R is close to full precision

if norm(prodK(R,A,-1,eye(n),2*k+5))<le-14, break, end
end

The anticipated approximate inverse R of A is stored with increasing number
of output terms. Note that the call prodK(R,A,2xk-1) in the second line of the
while—loop is an efficient way to calculate Ry A+ Ry A+...in (2k—1)/2+1 = (k+1/2)-
fold precision.

Following is an example for a matrix A with condition number x(A4) = 5.9 -10%%.
The matrix is exactly representable in floating-point binary64 and is constructed
using the methods in [50]. The multiple-precision package [17] shows || A|| = 6.2 - 10,
A=) = 9.8 - 1028, and for the initial floating-point inverse | R|| = 8.3 - 107.

In Table 14, we demonstrate the behaviour of Algorithm 8 when applied to this
problem. We skipped the display of the iterates 7 to 16 because nothing unexpected
happens. Up to the second last iteration the condition number of P is of the order
u~! then it moves to perfectly well-conditioned x(P) = 1. The intermediate results
of X show the same behaviour. The condition number of the approximate inverse
R = ZIZ=1 R, must increase towards k(A~!), whereas the residuals ||I — RA| stay
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TABLE 14
Intermediate results of Algorithm 8

k | cond(P) cond(X) cond(R) |I— RA|
21221021 23-101" 9.7-10%2 10
31 36-10"® 85-1016 4.9.10%7 6.1
41 38-10'® 4.3-10'7 3.3.106 7.9
51 5.1-1017 3.4-10'® 8.9-107 50
6| 3.8-10'% 3.7-107 1.3.10% 4.8
17 | 3.2-10%% 5.1-10'7 4.6-10%56 600
18 | 8.1-10%* 2.3-10'% 4.4.102° 29
19 | 1.1-10%22 9.9-10'7 1.4.102%% 10
20 | 1.2-10'® 1.4-10 1.0-10302 0.011
21 | 2.1-10% 2.1-105 6.1-10%° 1.1-10°10
22 1.0 1.0 6.1-10%9 2.0.10°16

around 1, i.e., R is not useful, until finally ||I — RA|| is of the order u, a perfect inverse.

8.4. Sparse matrix products. A very important practical application requir-
ing modifications to the introduced algorithm is the multiplication of sparse matrices.
One of the core difficulties in sparse matrix computations is the efficient traversal
through the sparsity structure. Although SIMD optimizations can still be effective for
certain operations with sparse matrices, e.g., multiplying nonzero matrix entries with
vectors, the effectiveness of vectorization techniques in sparse matrix multiplications
is typically rather limited. Even with highly optimized implementations like those
that come with the SuiteSparse library [10], the biggest advantage of our presented
splitting scheme, namely the performance benefit by using highly optimized level-3
BLAS routines, is diminished. Nevertheless, with some modifications, our algorithm
can still compete with state-of-the-art algorithms for multiple-precision evaluations.

The most obvious modification to our implementation, in order to work efficiently
with sparse matrices, is the adaptation of every intermediate operation for sparse
matrix input. That includes all matrix additions and multiplications. In Matlab most
of this is done automatically just by changing the type of the input matrices. However,
special attention is necessary for the splitting method. The loop in Algorithm 2 should
iterate over the nonzero elements only and in the order of the used memory format,
which is in Matlab the compressed sparse column (CSC) format. In our tests we
found that the best performance is achieved by applying the splitting directly to the
nonzero data vector using the corresponding index vectors to gather the respective
splitting points.

When dealing with dense matrices, the overhead of some additional matrix sum-
mations is typically insignificant compared to the computational cost of the matrix
multiplications. This changes for sparse matrix multiplication, where the part of actu-
ally evaluated nonzero floating-point products may drastically decrease compared to
the product of full matrices. Here every matrix addition counts and makes a measur-
able difference to the overall performance. In this context, even the already efficient
accurate bucket summation approach introduced in Lemma 15 is not optimal.
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Let A, B € F™*"™ be large sparse real matrices and define
n
(40) Nij = Z\sign(Aih - By;)]| for all feasible indices ¢, j,
h=1

where sign denotes the signum function. Hence n;; is the count of nonzero products
within the dot product of the ith row of A and jth column of B. Since n;; is typically
significantly smaller than n for most or all feasible indices, the division of the matrix
product AB into subproblems is mostly neither necessary nor helpful. In our Matlab
implementation spProdK for sparse matrix products, also by the first author, we go
the opposite way. Even if the input is given as a sum of products such as in

r = spProdkK(A,x0,-1,b,k);

the internal interpretation of spProdK would be as in Equation (36), although without
actually concatenating the matrices. The individual condensed dot product dimen-
sions defined in (40) are determined as if the subproblems would be concatenated.

For similar reasons we use a splitting setup where products of the same signifi-
cance have identical splitting point products. To be precise, for splittings of AT at
(... u®)y and B at (v, ..., v*), we require that

T . T v
i+j=i4j = p® 0 =, 00 for all feasible 4, 5.
This is realized by a constant factor 7 between subsequent splitting points, such that

p =771 and @ = 71,0 for 1<i<k.

By the splitting properties in (21), we have

(h—1)
lef AM[[2< /i - at 5 for all feasible h,i
and similarly
V(}L—l)
IBMe; o< v/ - = 5 for all feasible h, j.

To ensure that condition (12) is satisfied for all individual significant dot products,
we require

n

< (P,

4r7—2 — b

In practice, that does not impose an additional restriction on n. In our implementation

for sparse matrix residuals spProdK we tighten this condition and choose for 7 the
smallest power of g satisfying

— (max n;;) <GP

41
( ) 47__2 i,7

The benefit is that, assuming a suitable choice of the initial splitting vectors u(*) and
v all matrix products of the same significance can be added into the same bucket
without producing rounding errors, i.e.,

(42) ﬂoat( 3 A<i>B<J’>) = Y A9BY  for 2<h<k+1
i+j=h i+j=h
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independent of the order of evaluation. It is then possible to evaluate (42) for every h
together with Ozaki’s residual term and apply ordered summation to obtain a floating-
point approximation with high relative accuracy. This approach requires only a single
matrix addition per individual matrix product.

The most noteworthy difference between applying Ozaki’s scheme to dense matrix
input and to sparse matrices is the actual complexity of the convolution. In the
original Ozaki scheme the number of matrix products grows quadratically with &, and
so does the complexity when dealing with dense floating-point matrices. However, this
is no longer the case for sparse floating-point matrices because the average nonzero
density over the splitting parts of a sparse matrix decreases when increasing the
number of splitting parts.

To see this, let (AD, ... AF) A(k)) be a splitting of a sparse floating-point matrix
A€ T at (u,Tu, ..., 7" tu). Each significant part of the splitting takes a subset
of —log, 7 digits from the floating-point range.'® Since any nonzero element of A can
only fill a range of p subsequent digits, it cannot reside in all parts of A. Assuming
optimal choices for 7 satisfying (41), in most applications any nonzero floating-point
entry of A will be split into no more than three or four nonzero splitting parts. Almost
independent of the choice of k, all splitting parts of A together have no more than
four times the number of nonzero elements as the input A itself. This means also
that the evaluation of Ozaki’s scheme in (2) does involve no more than 16 times
the number of non-zero floating-point products as the original matrix product AB,
basically independent of k.

In our tests with large random sparse matrices or samples from the Suite Sparse
Matrix Collection [10] the situation was even better. On the average, the number
of non-zero floating-point products differed only by some factor 9 rather than 16.
Although every sparse matrix product implementation comes with a certain com-
putational overhead, the computing times of sparse matrix products are basically
determined by the density of the input matrices and the actual number of nonzero
floating-point multiplications. Especially for larger values of k the computational ef-
fort is therefore much lower than a quick look on Ozaki’s scheme may initially suggest.

For the multiplication of sparse matrices, the reformulation using Karatsuba’s
approach is actually counterproductive because it involves more matrix additions and
keeps a higher density of non-zero elements in many of the intermediate factors. It
would still make sense to apply the Karatsuba reformulation in the context of multiple-
precision input. However, we did not implement this feature yet and can therefore
give no definitive statement about its possible benefit.

We close this section with some performance data for sparse matrix residuals.
For a randomly generated sparse matrix A and right-hand side b we use Matlab’s
backslash operator to compute an approximate solution x of Ax = b and monitor
computing times to calculate the residual Az — b with k& = 2 and k& = 3 for Ozaki’s
method, for spProdK and when using the multiple-precision Advanpix toolbox [17].
In case k = 2 we compare to mp.Digits(34), a particularly fast implementation of
extended arithmetic in the Advanpix toolbox.

In Table 15 two numbers are displayed per column k = 2 and k = 3, namely left
the time ratio Ozaki vs. spProdK, and right the time ratio mp vs. spProdK. Examples
are shown for 1 percent and 0.1 percent density of the matrix. All numbers are larger
than 1, i.e., spProdK is faster than both competitors in all examples.

161f the splitting vector u is chosen optimal for the corresponding matrix product in accordance

with (12), the most significant part AM) contains typically even more digits.
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1484 Ozaki’s implementation has an option for sparse input but does not offer a split-
1485 ting approach particularly designed for sparse matrices. That explains the large time
1486 ratio to spProdK, so that we omit the data for n > 30,000. The toolbox mp is
1487 highly optimized for sparse input, however suffering from the mentioned obstacles
1488 from Matlab. Our spProdK is significantly faster in all examples.
TABLE 15
Time ratios, left: Ozaki vs. spProdK and right: mp vs. spProdK
n density = 0.01 density = 0.001
k=2 k=3 k=2 k=3
1000 | 8.5 29| 137 29| 1563 1.2 | 19.7 1.2
3000 | 194 53| 254 59| 595 25| 82.2 24
10,000 | 13.9 4.5 | 174 4.0 | 136.6 4.7 | 179.2 44
30,000 - 4.0 - 3.6 - 4.1 - 3.7
100,000 - 4.8 - 4.4 - 3.5 - 3.3
1489 We repeat the test in Table 12 for the usual and fast splittings introduced [39],
1490 now for sparse input data. Recall that this applies only to & = 1. We test the residual
1491 AZ — b for sparse random A with density 10/n, i.e., some 10 nonzero elements per
row of A.
TABLE 16
Time and accuracy of AT — b for Ozaki’s method with usual and fast splitting and for spProdK
time Ozaki accuracy Ozaki
" mode=0 mode=1 Lapproak mode=0 mode=1 spProdk
100,000 1.71 1.66 0.10 4.7e-24  4.7e-24 2.6e-22
200,000 6.06 6.22 0.24 4.7e-24  4.7e-24 2.6e-22
500,000 36.76 36.29 0.71 4.7e-24  4.7e-24 5.2e-22
1,000,000 | 156.90 161.00 1.90 4.7e-24  4.7e-24 5.2e-22
1492
1493 Ozaki’s implementation is outperformed by spProdK for both usual and fast splitting.
1494  On the other hand, although limited to k = 1, the Ozaki splitting methods are more
1495 accurate for matrix-vector products than our norm based splitting approach. In this
1496 setup spProdK is less accurate.
1497 The benefit in terms of accuracy of Ozaki’s splitting modes typically diminishes for
1498 larger matrix-matrix products. Finally we show results for matrix multiplication and
1199 compute AT A for the same sparse A as before, i.e., with density 10/n and condition

1500 number 1012,

TABLE 17
Time and accuracy of AT A for Ozaki’s method with usual and fast splitting and for spProdK

time Ozaki . accuracy Ozaki ProdK
n mode=0 mode=1 "PP% 10de=0 mode=1 ¢ SPFTO
100,000 0.458 1.684 0.077 1.9e-15 1.9e-15 1.2e-17
200,000 1.609 6.291 0.172 1.9e-15 1.9e-15 1.2e-17
500,000 0.383 1.2e-17
1,000,000 0.832 1.2e-17

Our algorithm spProdK is fast and accurate. The entries for Ozaki’s algorithm
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for n > 5-10° are empty because it finished with “out of memory”.

9. Summary. The accurate approximation and/or inclusion of matrix residuals
is ubiquitous in numerical computations. By means of error-free transformations
individual products may be represented as the sum of two floating-point numbers,
and to that end the task is to approximate and/or enclose the value of a possibly
extremely ill-conditioned sum of floating-point numbers.

We presented in this note efficient algorithms to compute accurate approximations
of real or complex matrix residuals. Combined with the given error analysis this
further allows for rigorous and accurate inclusions. The algorithms allow to specify
a parameter k corresponding to “as if” computing in (k/2 + 1)-fold precision and
storing the result in working precision, and a parameter L to store the result as an
unevaluated sum of L parts. Those parts are basically non-overlapping, i.e., this
corresponds roughly to L-fold precision.

A major goal was to design our algorithms to use highly optimized level-3 BLAS
routines. This speeds up our algorithms almost independent of the underlying archi-
tecture. We demonstrated that by the Matlab implementations prodK for full and
spProdK for sparse matrices written by the first author, both included in INTLAB
[51], the Matlab/Octave toolbox for reliable computing, starting from Version 14. Al-
though these pure Matlab codes suffer from interpretation overhead, they are often
significantly faster than the highly optimized C-code of the multiple-precision toolbox
in Advanpix [17].

Our algorithms are based on splitting the factors into an unevaluated sum. The
size of the parts is determined by splitting-points, and we presented a new and nearly-
optimal determination of those. Another drawback of previous methods was using the
oo-norm of matrix rows or columns. That is particularly disadvantageous if there are
outliers, i.e., few large entries. We solved this problem by showing and analysing how
to use the Euclidean norm instead.

All our results hold true for a base-3 precision-p arithmetic following the IEEE 754
standard with rounding to nearest and any rounding of the tie. We introduced various
ways to speed up our algorithms. For example, the splittings are based on some
splitting constants, say t. We show that our results hold true when using certain real
numbers ¢, and remain true when ¢ is rounded into floating-point. As a result, there
is no need to check whether ¢ or other data is in the underflow range.

What we discussed up to now may serve as a good general purpose algorithm for
the accurate approximation and/or inclusion of matrix residuals. In the remaining of
the note we spent much effort to improve the performance and/or accuracy for several
important practical applications.

For example, we discussed that when computing a matrix-vector product Av in
higher precision, it may be suboptimal to split both factors into the same number of
parts. To that end we introduced and analysed unbalanced splittings. As an example,
A and v may be split into k& and k + 2 parts, respectively.

For matrix-vector products each row of the matrix is used once which simplifies
the splitting of the matrix. In contrast, special care is necessary for matrix-matrix
products. We discussed and analysed how to minimize the splitting effort while re-
taining highest possible accuracy.

In addition to using highly optimized level-3 BLAS routines, we achieved another
speed-up by using efficient matrix multiplication schemes such as Karatsuba or Toom-
Cook. That is analysed and incorporated into our algorithms from a certain problem
size on. Numerical evidence showed that the computing time of our algorithm im-
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proved by some 20 percent, and becomes often faster by a factor 2 and more when
compared to state of the art algorithms.

When using single precision (binary32) or an even shorter format, special care is
necessary for larger matrix sizes. To that end we showed how to split a problem into
subproblems with almost no penalty on the performance and accuracy.

The output of our methods may be an unevaluated sum of L terms. A typical
application is the accurate computation of the product of three matrices ABC. Then
AB may be approximated by R; + Rp followed by computing R;C + R,C. Our
algorithm prodK(R,C,k) accepts a cell array R as input. This is not only more easy
to read but we showed that the method we used for that is significantly more efficient
and more accurate as well.

For the case of symmetric rank-1 updates such as in A*A’, Algorithm prodK uses
SYRK rather tham GEMM for general matrix products with a significant performance
improvement.

Yet specific considerations were necessary for sparse matrices. We discussed dif-
ferent approaches to reduce the number of matrix additions and described why the
application of schemes such as Karatsuba or Toom-Cook is not beneficial for sparse
matrix input. Although the advantage of the presented matrix splitting based eval-
uation schemes is not as big for sparse matrices as for dense ones, our Matlab im-
plementation is significantly faster than the state-of-the-art multiple-precision library
Advanpix written in highly-optimized C-code.
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